








F.3 Performance Overhead of Key Generation
and audit log generation mechanism

Using a similar technique described in Section 4 we pre-
pared a workload of 50 TPC-H queries and run on the mod-
ified MySQL database server. In this experiment setting,
we created a new TPC-H instance where we assume all at-
tributes of the tables are sensitive and therefore stored in
encrypted format in the disk. Each bar in Figure 9 repre-
sents the execution time of the workload for different key
generation granularity. The left-most bar shows the overall
execution time when the HSM device is accessed for each
page retrieved from the disk. As the granularity increases
the execution time declines. After a certain number of pages
(single key per 8 pages) the overhead of key generation re-
mains steady. These results show that key generation per
extent would be a good design choice in terms of both per-
formance and disclosure risk. The second right-most bar
in this figure shows the execution time when a single key
is used for all page decryption operations. Therefore there
is no HSM accesses. Note that the execution time in this
case is almost similar to the case where the HSM device
is accessed per each extent. This observation shows that
using extent level key generation incurs no extra cost com-
pared to using a single master key for the database. This,
in turn, reduces the disclosure cost while having no extra
performance cost. The last bar in the figure shows the exe-
cution time when there is no decryption at all. Hence, one
can observe the overhead of the decryption operations by
comparing this one with the other execution times. We ob-
serve 18 % increase in the execution time of the workload
when we assume that all accessed tables include sensitive
information.

Recursive Procedure: findBestPlan
Input: execCost, discCost, bestExec, bestDisc, Stables , bestJoinOrder
// Stables is the set of tables to traverse

Output: bestJoinOrder
1 foreach table T in Stables do

2 cummDiscCost = discCost + estimateDiscCost(T ) ;
3 cummExecCost = execCost + estimateExecCost(T ) ;
4 if OptAlgorithm = “Max. Perf” then

5 if cummExecCost > bestExecCost then

6 backTrack ;
// Prune sub-optimal plan

7

8 else if OptAlgorithm = “Min. Disc” then

9 if cummDiscCost > bestDisc then

10 backTrack ;
11

12 else if OptAlgorithm = “Weighted Aggregation” then

13 bestWeightedCost =
14 (discWeight * bestDisc) + (perfWeight * bestExec) ;
15 cummWeightedCost =
16 (discWeight * cummDiscCost) + (perfWeight * cummExecCost) ;
17 if cummWeightedCost > bestWeightedCost then

18 backTrack ;
19

20 else if OptAlgorithm = “Constraint On Performance” then

// κ: minimum execution cost among all possible query plans

// α: tolerance ratio on performance

21 maxAllowedCost = κ+κ ∗ α% ;
22 if cummExecCost > maxAllowedCost and cummDiscCost > bestDisc then

23 backTrack ;
24

25 else if OptAlgorithm = “Constraint On Disclosure” then

// κ: minimum disclosure cost among all possible query plans

// α: tolerance ratio on disclosure

26 maxAllowedCost = κ+κ ∗ α% ;
27 if cummDiscCost > maxAllowedCost and cummExecCost > bestExec then

28 backTrack ;
29

30

// Recursively expand the current partial plan

31 if Stables − T is not empty then

32 findBestPlan(cummExecCost, cummDiscCost, bestExec,
bestDisc, Stables − T , bestJoinOrder) ;

33

34 if OptAlgorithm = “Max. Perf” then

35 if cummExecCost < bestExec then

// A better path is available

36 bestExec = cummExecCost ;
37 updateBestJoinOrder(T, bestJoinOrder) ;

38

39 else if OptAlgorithm = “Min. Disc” then

40 if cummDiscCost < bestDisc then

// A better path is available

41 bestDisc = cummDiscCost ;
42 updateBestJoinOrder(T, bestJoinOrder) ;

43

44 else if OptAlgorithm = “Weighted Aggregation” then

45 bestWeightedCost =
46 (discWeight * bestDisc) + (perfWeight * bestExec) ;
47 cummWeightedCost =
48 (discWeight * cummDiscCost) + (perfWeight * cummExecCost) ;
49 if cummWeightedCost < bestWeightedCost then

// A better path is available

50 bestExec = cummExecCost ;
51 bestDisc = cummDiscCost ;
52 updateBestJoinOrder(T, bestJoinOrder) ;

53

54 else if OptAlgorithm = “Constraint On Performance” then

// κ: minimum execution cost among all possible query plans

// α: tolerance ratio on performance

55 maxAllowedCost = κ+κ ∗ α% ;
56 if cummExecCost < maxAllowedCost and cummDiscCost < bestDisc then

// A better path is available

57 bestExec = cummExecCost ;
58 bestDisc = cummDiscCost ;
59 updateBestJoinOrder(T, bestJoinOrder) ;

60

61

62 else if OptAlgorithm = “Constraint On Disclosure” then

// κ: minimum disclosure cost among all possible query plans

// α: tolerance ratio on disclosure

63 maxAllowedCost = κ+κ ∗ α% ;
64 if cummDiscCost < maxAllowedCost and cummExecCost < bestExec then

// A better path is available

65 bestExec = cummExecCost ;
66 bestDisc = cummDiscCost ;
67 updateBestJoinOrder(T, bestJoinOrder) ;

68

69

70 end

Algorithm 1: Pseudocode of the modified query optimiza-
tion algorithm (with additional pruning and decision steps)
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