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Figure 15: Static Pruning Statistics
(1% Sel., 250K Rows, P=1)
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Figure 16: Static Pruning Statistics
(1% Sel., 250K Rows, 10% PM)
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Figure 17: Pruning With Updates
(1% Sel., 250K Rows, P=1, R=0.9)
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Figure 18: Database Size
(1% Sel., 250K Rows, P=1, R=0.9)
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Figure 19: Performance - 50% PM
(50%PM, 1%Sel., 250K Rows,P=1,0.9 Ratio)
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Figure 20: Ratio Impacts Performance
(10% PM, 0.1% Sel., 250K Rows, P=1)

(Figure 19); in this case, it is more ef�cient to evaluate the MR-
query using the naive method.

The select to update ratio can impact the performance of evalu-
ating an MR-query. Figure 20 shows the time to evaluate an MR-
query for the naive method, and the pruning with delta tables plus
simultaneous re-execution method for a range of ratios. When the
log contains many updates (i.e., has a low ratio), the performance
of both methods worsens due to the higher cost of writing to the
database than reading. Additionally, a larger number of updates
typically will increase the size of the delta tables, resulting in fewer
operations being pruned and increasing the time to re-execute a
query. For a ratio of 0.5, the naive method and pruning method
have similar performance for the speci�ed set of parameters. As
the ratio gets larger (fewer updates), the pruning method outper-
forms the naive approach.

The challenge is to determine, before the MR-query is evaluated,
which method (naive plus simultaneous re-execution, or pruning
with delta tables plus simultaneous re-execution) is the most ef�-
cient given the workload parameters. We believe this decision can
be made by developing a cost-based optimizer. One promising ap-
proach would use the database's query optimizer to estimate the
cost of re-executing each logged operation using each of the two
methods; given the total estimated cost, the appropriate method can
be chosen.

F.3 Partial Re­Execution
We observed that pruning with delta tables as described by The-

orem 2 captures many of the cases where partial re-execution is
applicable. Intuitively, pruning with delta tables is a form of par-
tial re-execution where the query plan is cut across the leaf selec-
tion conditions. However, we did �nd a few cases where partial
re-execution did provide additional performance bene�ts. Particu-
larly, partial re-execution is bene�cial when the selection condition
contains a clause that is composed of a disjunction of literals that
references multiple tables. In some cases, new or old rows may

not be �ltered by the conjunction of clauses that only refer to a
single table, but are then �ltered out by the clause that references
multiple tables. In such a case, partial re-execution can improve re-
execution performance by only re-executing a subset of the query
plan.

We used the rudimentary Left-Deep Query Plan Analyzer as de-
scribed in Section E to determine what cuts in the query plan should
be tested. We crafted a workload of an update operation and a query
that would bene�t from partial re-execution. The query had three
tables R, S and T, and a selectivity of 1% for each table. The query
plan analyzer determined that the table T could be removed so that
the sub-query of R and S only needed to be evaluated. For this ex-
ample, we found that partial re-execution reduced the run time of
the query by 28%.
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