350
300
250
200
150
100
50
o

Processing Time (ms)
Processing Time (ms)

1 2 4 8 16

(a) Tmax =5, #CN = 308 (b) Tmax = 7, #CN = 1,908

7000

@ clp —A— @ 14000 cLp —A—

E 6000 OLP —— E 12000 OLP

@ 5000 DLP --tf- Py DLP -t

£ LINEAR —[] £ 10000 LINEAR —[]

= 4000 < = 8000 1

2 3000 e 2 o000 S

g 2000 @ e ) g 4000 % FE—

S 1000 0 e o 2000 )

X o B & o e
1 2 4 8 16 1 2 4 8 16

(c) Tmax = 9, #CN = 10, 388

Figure 15: Vary Tmax (DBLP)
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Figure 16: Vary Knum (DBLP)

F. PERFORMANCE STUDIES

The DBLP schema includes the following four relations: Paper(
Paperid, Title), Author(Authorid, Authorname), Write( Writeid, Au-
thorid, Paperid) and Cite(Citeid, Paperidl, Paperid2). The primary
key for each relation is underlined. The size of the raw data for the
DBLP dataset is 686MB. The number of tuples for the four rela-
tions are 1,341,055, 789,586, 3,419,237, and 112,387 respectively,
and the total number of tuples in DBLP is 5,662,265.

For all testings, we vary 3 parameters, namely, the average key-
word selectivity Ksel, the keyword number Knum, and the size con-
trol parameter Tmax. Every parameter has a default value. For
DBLP, the settings are similar to IMDB. The general keywords se-
lected with different keyword selectivity are shown in Table 2 and
by default, the keyword selectivity Ksel is 3. The keyword number
Knum ranges from 2 to 6 with a default value 4 and the size control
parameter Tmax ranges from 5 to 11 with a default value 7.

Exp-1 (Vary Tmax): The curves for testings in the DBLP dataset
when vary Tmax are shown in Fig. 15. Fig. 15(a) and 15(b) show
that, when Tmax is small, the CLP and OLP algorithms performs
bad because the workload skew is the main bottleneck when Tmax
is small. DLP performs near linear because it can divide a large op-
eration near evenly into different cores. Fig. 15(c) shows that when
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Figure 17: Vary Ksel (DBLP)

Tmax is increased to 9, the performance of OLP is much better than
CLP. This is because the bottleneck is changed from the workload
skew problem to the large inter-core sharing problem for the CLP
algorithm, while OLP can solve such problem by processing the
same CN using different cores. In Fig. 15(d), OLP and DLP have
similar performances and both are two times more faster than CLP
when the number of cores is larger than 2. OLP is faster than DLP
in some cases because DLP needs more time dividing relations.

Exp-2 (Vary Knum): Fig. 16 shows the experimental results when
varying the number of keywords in the DBLP dataset. In Fig. 16(a)
and Fig. 16(b), when Knum is small, both CLP and OLP have
bad performance because the number of CNs is small, and thus
the probability of workload skew is high. DLP performs near ide-
ally in such cases because it is easier for a few costly operations
to be divided evenly. Fig. 16(c) and Fig. 16(d) illustrate the cases
when Knum is large. The curves in Fig. 16(c) and Fig. 16(d) are
much different from the corresponding cases in the IMDB dataset
in Fig. 11(c) and Fig. 11(d) respectively. This is because the IMDB
schema is more complex than the DBLP schema. In DBLP, there
are only 4 relations and 2 of them can contain keywords while
in IMDB, there are 8 relations and 7 of them can contain key-
words. Generally speaking, for CLP and OLP, the more com-
plex the schema is, the higher probability the tasks can be divided
evenly. In DBLP, even when the number of keywords is large, the
workload skew problem is still the bottleneck because of the simple
schema used. In Fig. 16(d), when the number of cores increases,
the processing time for OLP increases in some cases. It is because
when workload skew exists, OLP needs more time rescheduling
when the number of cores is larger. DLP performs best in all cases.

Exp-3 (Vary Ksel): The experimental results for queries with dif-
ferent keyword selectivity in the DBLP dataset are shown in Fig. 17.
In Fig. 17(a), when the keyword selectivity is small, the gap be-
tween DLP and OLP is small, and in Fig. 17(b), when the keyword
selectivity increases, the gap between DLP and OLP increases. This
is because when the number of CNs keeps unchanged, the smaller
the keyword selectivity is, the more sensitive the error of the cost
estimation is. DLP can decrease the sensitivity of estimation error
through dividing relations. In Fig. 17(c) and Fig. 17(d), the curves
for all three algorithms do not differ too much. This is because
when the keyword selectivity becomes large, the sensitivity of esti-
mation error does not change too much.





