








(n) Number Mapping generation
Scenario of target time (s)

Complexity relations Clio MapMerge

2 6 0.55 0.42
4 20 2.07 0.82
6 42 2.22 2.27
8 72 5.54 6.14
10 110 7.81 10.67
12 156 10.43 22.98
14 210 19.02 54.94
16 272 31.51 107.99
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Figure 5: Experiments on synthetic scenarios

In Table 2 we show the results of applying MapMerge to the
mappings generated by Clio in each scenario. Thegeneration time
columns show the time needed to generate the Clio mappings and
the time needed by MapMerge to process those mappings (i.e., the
total execution time is the sum of the two times). Thesize of target
instancecolumns show the total number of atomic data values on
the generated target BioWarehouse instance for each scenario. In
both cases, the mappings produced with MapMerge reduced the
target instance sizes.

Thedegree of similaritycolumns present the similarity measure
from Section 5 for each scenario. This similarity is normalized as a
percentage to ease comparison across scenarios and the percentage
is with respect to the ideal similarity that a mapping can produce
for the scenario. As discussed in Section B.1, this ideal similarity
is the number of tuples in the tableau full disjunction of the source,
i.e., |FD(τ (I))|.

On the two real-life settings, MapMerge is able to further cor-
relate the mappings produced by Clio by reusing behavior in map-
pings that span across different target tableaux and, thus, improving
the degree of similarity. This improvement is very significant in the
UniProt scenario, where the target schema has a central relation and
twelve satellite relations that point back to the central relation (via
a key/foreign key). Here, each Clio mapping maps source data to
the central and one satellite relation. MapMerge factors out this
common part from all Clio mappings and properly correlates all
generated tuples to the central relation.

B.3 Commercial Systems

We implemented some of the synthetic scenarios described in
Section B.1 in two commercial mapping systems. Provided with
only the correspondences from source attributes to target attributes,
these systems produced mappings that scored lower than both the
Clio and MapMerge mappings with respect to preservation of data
associations. For instance, in the synthetic scenario of complex-
ity 2, while the MapMerge mappings had a result of 50% and the
Clio mappings 33%, the result for both commercial systems was
only 16%. The main reason behind this result is that these sys-
tems do not automatically take advantage of any constraints present
on the schemas to better correlate generated data and increase the
preservation of data associations. The mappings generated by these
commercial systems need to be manually refined to fix this lack of
correlations.
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