Algorithm 6 Core Computation

a scenario M = (S, T, X, X, Xt),
a complete FO-implementation R for M
Output: a core implementation R* for M

Input:

* Step 1: Generate the additional schema F ¥
Let F be the schema {Fy|d : R(i1,...,ix) — j € X4},
where Fy is a fresh predicate symbol of arity k + 1
/* Step 2: Generate Rp from S to F */
Let Rp:=10

For every ¢(T) — ¥(Z) in R, every d : R{i1,...,ik) — j
in 3; and every atom R(t1,...,tn) in ¢
Rr:=RrU{d(Z) = Fa(tig, ..., ti,t;)}

/* Step 3: Generate ¥, by adding overlap tgds to s */
Let ¥/, := X, U X!
/* Step 4: Generate 5, from (SUF) to T */
Let ¥ =%/,
Repeat until fixpoint
For each r : VZ ¢(Z) — 3y, Z,%(Z, vy, 2) in BL,, each d :
R(i1,...,i,) — J in 3¢, and each atom R(t1,...,t,) in
1 such that ¢; =y and {ts,...,t, } C{z}
Replace 7 in ©%, by the rule
' VB Yy Faltiy, -t y) A (T) — 32 (T, y, 2).
/* Step 5: Generate a core rewriting Ro for X5, */
Considering the scenario M =((SUA), T, 0,5, 0), use
the algorithm in [24] (or that in [17]) to generate a core
implementation R¢ for MFE.
/* Step 6: Generate a core implem. R* for M */
Generate the set of rules R* as the composition of R and
Re¢ such that, for every ground instance I of S we have
R (I)=Rc(IURr(I)).

standard skolemization. We can observe that the instance
J =TR*(I) is contained (up to isomorphism) in the instance
J" =R"(IURF(I)). Consider now d : R(i1,...,ir) — j in
3, and two atoms R(t1,...,t,) and R(t1,...,t,) in J" such
that (ti,... ti) = (tiy,... i ). If these atoms are (both)
affected in J”, we can check that Rp(I) contains exactly
one atom of the form Fy(ti,,..., % ,t"). Then, the term ¢,
and t, are both equal to ¢ and d is satisfied.

Otherwise, none of these two atoms is affected and there
is some [ € {1,...,k} such that ¢ is of the form fn, 4(...)
for some rule m of R"" and some existential variable y in the
head of R”. The two atoms have therefore been produced
by the same rule of R” and it follows from the definition of
overlaps (and in particular, the use of the chase) that d is
satisfied.

A crucial observation here is that, even though we refer
to addneg in this proof, it is not needed to (and preferable
not to) use addneg in the algorithm because the step of
core computation already takes care of preventing the in-
troduction of unnecessary atoms in J that may violate ;.
As an example, consider Yo = {m : S(z,y) — IU,V,W,
R(z, U, V)AR(y, U W)ANT(V,W)} and ¥, ={d : R(1,2)—3}.
The overlap algorithm produces a new tgd m’ : S(z',2) —
ULV R UL VYAT(V!, V') and addneg adds the in-
equality constraint x # y to the body of m. After skolem-
izing the existential variables in a standard way we obtain
R" such that, for all instance Io of {S}, R”(lo) = d. Then
for every core solution Jo for ({A}, {R, T}, {m,m'}) and Io,
since Jo is contained in R”(Io) up to isomorphism, we have
also Jo = d.

Part 2: R*(I) is a core solution — R*(I) € Core(M,I)

116

When the instance I' = I U Rp(I) is ground, the step 4 of
the algorithm ensures that the universal solution J = R*(I)
is a core and therefore J € Core(M, I'). The difficulty comes
from the fact that I’ generally contains some nulls (the
Skolem terms introduced by Rr). We can show however
that the nulls of I’ that are used by R¢ can safely be treated
as constants with respect to core computation. More pre-
cisely, if we let N be the set of affected nulls (as defined in
Part 1) we can observe that N coincides precisely with the
set of nulls occurring both in I’ and J. We can then check
that for every homomorphism h : J — J and every n; € N
we necessarily have h(n1) = mn,;. This property can finally
be proven by induction after observing that, for every atom
a= R(t1,...,tn) in J and every d : R(i1,...,ix) — j in Xy,
if h is the identity on {ti,, ..., % } then h is also the identity
on {t;} (because {a,h(a)} C J and J =d). [

D. DESCRIPTION OF SCENARIOS

For our experiments we selected 8 scenarios. Of these, 3
(denoted as sq, s, Sc) are variants of scenarios taken from
the literature (one from [12], one from [13], one from [3]).
The fourth one (sq) was explicitly constructed in order to
test the behavior of the rewriting in case of an exponential
number of overlaps. For these experiments, the number of
tgds varies between 4 and 10, and the number of egds varies
between 5 and 13.

Four additional synthetic scenarios were used to test the
scalability of the algorithm with respect to larger number
of relations and dependencies. Using the scenario generator
developed for STBenchmark [3], we generated four relational
scenarios (s2s, S50, $75, $100) containing 20/50/75/100 tables,
with an average join path length of 3, variance 1. To gener-
ate complex schemas we used a composition of basic cases
with an increasing number between 1 and 15, in particular
we used: Vertical Partitioning (3/6/11/15 repetitions), De-
normalization (3/6/12/15), and Copy (1 repetition). With
such settings we got schemas varying between 11 relations
with 3 joins and 52 relations with 29 joins. The number
of tgds varies between 22 and 93, and the number of egds
between 25 and 100 (corresponding to one key for each re-
lation).

All experiments have been executed on a Intel Core 2 Duo
machine with 2.4Ghz processor and 2 GB of RAM under
Linux. The DBMS was PostgreSQL 8.3.

By looking at Figures 3.a and 3.b it is possible to see that
times for scenario s. were strongly in favor of the rewrit-
ing. The reason for this is related to the Skolem minimiza-
tion procedure. Scenario s. includes existential variables for
which the standard Skolem terms depends on 10 different
universal variables; this means that, for source instances on
which such variables may assume rather long values, the cor-
responding Skolem string may become rather large. It turns
out that generating many large Skolem strings is often a
bottleneck in the execution of the SQL script. This is prob-
ably due to the fact that appending strings is not always a
very optimized operation in a DBMS. As a consequence, the
generation of the pre-solution is rather slow. The rewriting
does not incur this cost, since the skolemization algorithm
minimizes Skolem terms, so that they depend on a single
variable (representing the key value for the corresponding
tuple); this generates much shorter strings that are manip-
ulated more efficiently by the engine. It remains an open
problem to find alternative encodings for Skolem terms that
alleviate these problems.





