
F system leverages user input and only executes those queries in
which the user shows interest.

B. DBLIFE SCHEMA
The schema for DBLife (dblife.cs.wisc.edu) is presented in Fig-

ure 12. This dataset describes entities and relationships in the database
research domain.

Figure 12: Relational schema for the DBLife dataset.

C. OPTIMIZING KWS 0

The following optimizations can also help with the performance
of the KWS0 sub-system of the proposed hybrid system.

C.1 Number of joins as a parameter
Like DISCOVER, the hybrid approach could also use a value

M (maximum number of allowed joins) to restrict the number of
CNs that the system evaluates. This value can be determined based
on the schema, for schemas without many-to-many relationships
or cycles. For other schemas this value can be set to a reasonable
number. A conservative estimate ofM max in a traditional KWS
system would hurt coverage. In the hybrid approach a conservative
estimate ofM only means that a form will be displayed for CNs of
size greater thanM . A reasonable choice forM could be the point
at which a steep increase in candidate network generation time is
observed for a set of representative queries. Setting this value in
addition toT can help the system tremendously by reducing the
overhead required in retaining all CNs that would need to be ex-
panded if this threshold was not set.

C.2 Starting keyword

Figure 13: All 6 permutations of the keyword query “hristidis keyword search”
are plotted, for a varying number of joins. The �gure shows that choice of starting
keyword for CN generation greatly impacts performance.

As in [1, 10] we �nd that choosing the appropriate starting key-
word can make a tremendous difference in the number of CNs to

be explored given that most KWS systems use BFS for CN genera-
tion. As an example, for the query “dewitt gamma” starting with the
keyword “dewitt” that maps to thePersonrelation greatly increases
the amount of work involved in CN generation. This is because
the Personrelation has key-foreign key relationships with 9 other
tables in the DBLife schema. Instead, starting with the keyword
“gamma” that maps to thePublicationsrelation and has only one
edge is more advisable. Determining which keyword to start from
depends heavily on the underlying schema. For instance, starting
with a keyword corresponding to a fact table in a snow�ake schema
is not advisable.

We use the following heuristic to choose the starting keyword:
we start with the set of keywords entered by the user and map each
of them to the relations to which they belong. Using the undirected
version of the schema graph of the underlying database, for every
keywordki we pick the relation with the maximum degreedi . Here
di is the maximum number of edges that the keywordki could
generate. We then pick the keyword with the minimumdi value as
our starting keyword. Clearly it is possible to have a schema for
which the above algorithm is not very useful. Any other algorithm
for choosing the starting keyword may be chosen and plugged-in
as appropriate.

Figure 13 demonstrates the effect of choosing the right starting
keyword for the 6 permutations of the query “hristidis keyword
search” in a KWS system. We �x the number ofM max for the
KWS approach at 6. Since thePersontable has the maximum
fanout in the DBLife schema, starting with a person name as the
�rst keyword leads to worse performance than in the other 4 cases.

D. EXPERIMENTS WITH THE EASE SYS­
TEM

Figure 14 shows the run times for EASE for the 10 keyword
queries in Figure 8.

Figure 14: EASE leverages of�ine computation to achieve good on-line query per-
formance.
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