logjD,,j) time to derive certain regions from the cliques
(lines 4-7). In practice, j j and K are often small. We
verify its e ectiveness and e ciency in Section 5. a

Additional Materials for the Experimental Study

We present more details on the datasets, the eRs that we
designed for each data set, and the algorithm IncRep.

Datasets and editing rules.

(1) HOsP data. The data is maintained by the U.S. Depart-
ment of Health & Human Services, and comes from hospitals
that have agreed to submit quality information for Hospital
Compare to make it public.

There are three tables: HOSP, HOSP_MSR_XWLK, and
STATE_MSR_AVG, where (a) HOSP records the hospital in-
formation, including id (provider number, its ID), hName
(hospital name), phn (phone number), ST (state), zip (ZIP
code), and address; (b) HOSP_MSR_XWLK records the
score of each measurement on each hospital itHOSP, e.g.,
mName (measure name), mCode (measure code), andScore
(the score of the measurement for this hospital); and (c)
STATE_MSR_AVG records the average score of each measure-
ment on hospitals in all US states, e.g., ST (state), mName
(measure name), sAvg (state average, the average score of
all the hospitals in this state).

We created a big table by joining the three tables with
natural join, among which we chose 19 attributes as the
schema of both the master relation R,, and the relation
R. We designed 37 &s in total for the Hosp data. Five
important ones are listed as follows.

@11 ((zip,zip) ! (ST,ST), tpalzip] = (nil));

@2 ¢ ((phn, phn) I (zip, zip), tp2[phn] = (nil));

w3 ((mCode, ST), (mCode, ST)) ! (sAvg,sAvg), tp3 = ());
w4 : (((id, mCode), (id, mCode)) ! (Score,Score), tpa = ());
ws @ ((id, id) ! (hName,hName), t,5 = ().

(2) DBLP data. The DBLP service is well known for pro-
viding bibliographic information on major computer science
journals and conferences. We rst transformed the XML-
formatted data into relational data. We then created a big
table by joining the inproceedings data (conference papers)
with the proceedings data (conferences) on the crossref at-
tribute (a foreign key). Besides, we also included the home-
page info (hp) for authors, which was joined by the home-
page entries in the DBLP data.

From the big table, we chose 12 attributes as the schema
of both the master relation R,, and the relation R, includ-
ing ptitle (paper title), al (the rst author), a2 (the second
author), hpl (the homepage of al), hp2 (the homepage of
a2), btitle (book title), and publisher.

We designed 16 &s for the pBLP data, shown below.

@1 ((al, al) ! (hpl, hpl), tp1[al] = (nil));
w21 ((a2, al) ! (hp2, hpl), tp2[a2] = (nil));
w31 ((a2,a2) ! (hp2, hp2), tp3[2] = (nil));
wa:((al, a2) ! (hpl,hp2), tpa[a2] = (nil));

s (((type, btitle, year), (type, btitle, year)) !
(A, A), tps[type] = (‘ conference’));
e . (((type, crossref), (type, crossref) !
(B, B), tpeltype] = ( ‘conference’));
w7 (((type, al, a2, title, pages), (type, al, a2, title, pages)) !
(C, C), tprltype] = (‘ conference’)).
Here the attributes A,B and C range over the sets
fisbn, publisher, crossrefg, fbtitle , year,isbn, publisherg and

fisbn, publisher, year, btitle, crossrefg, respectively.

Observe that in eRs 2 and ¢4, the attributes are mapped
to di erent attributes. That is, even when the master rela-
tion R,, and the relation R share the same schema, some
eRs still could not be syntactically expressed as crDs, not to
mention their semantics.

(3) TPC-H data. The TPC Benchmark "H (Tpc-n) is a
benchmark for decision support systems. We created a big
table by joining eight tables based on their foreign keys.
The schema of both the master relation R,, and the relation
R is the same as the one of the big table consisting of 58
attributes, e.g., okey (order key), pkey (part key), num (line
number), tprice (order total price), ckey (customer key), and
skey (supplier key).

We designed 55 &s all with empty pattern tuples. Since
the data was the result of joining eight tables on foreign keys,
we designed all &ks based on the foreign key attributes. We
selectively report four eRs in the following.

1 1 (((okey , pkey), (okey, pkey)) ! (num,num), tp1 = ());
2 : ((okey, okey) ! (tprice,tprice), tp2 = ());

3 : ((ckey, ckey) ! (name,name), tp3 = ());

@a . ((skey, skey) ! (address,address), tpa = ().

Adding noise. In the attribute level experiments, we added

noises to the three datasets. The noise rate is de ned as the
ratio of (# of dirty attributes)/(# of total attributes). For

each attribute that the noise was introduced, we kept the

edit distance between the dirty value and the clean value

less or equal than 3.

Algorithm IncRep. We implemented the incremental re-
pairing algorithm IncRep in [9] to compare with the method
proposed in this paper. Below we simply illustrate the algo-
rithm IncRep (please see [9] for more details).

Taking as input a clean database D, a set D of (possibly
dirty) updates, a set of cFps, and an ordering O on D,
it works as follows. It rst initializes the repair ~ Repr with
the current clean database D. It then invokes a procedure
called TupleResolve to repair each tuple tin D according
to the given order O, and adds the local repair Repr: of t to
Repr before moving to the next tuple. Once all the tuples
in D are processed, the nal repair is returned as Repr.
The key characteristics of IncRep are (i) the repair grows at
each step, providing in this way more information that can
be used when cleaning the next tuple, and (ii) the data in
D is not modi ed since it is assumed to be clean.

For IncRep, we adopted the cost model presented in [9]
based on the edit distance. For two values in the same do-
main, the cost model is de ned as:

cost (v,v") = w(t, A) dis (v,v")/max (jvj,jv’j), where
w(t, A) is a weight in the range [0, 1] associated with each
attribute A of each tuple ¢ in the dataset D.

For the cost of changing a tuple from ¢ to ¢, we used the
sum of cost (¢[A], t[A]) for each A in the schema of R, i.e.,
cost (t,t') =  aer cost (t[A], t'[A]).

More speci cally, in these experiments, we designed the
CFDs based on the &s that we have. Since the D,, and R
have the same schemas in all datasets, we can easily design
the corresponding crps from the eRs.

During the repair process, we enumerated one R tuple
atime as D. We then enlarged D to Repr, and repeated
the process until all tuples were repaired. Because each time
there was only one tuple in D, we did not need to deal with
the ordering O problem in IncRep.
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