
the names and addresses of hotels. We also used an ER
algorithm by Monge and Elkan [16] (ME) where records
are sorted using an application-speci�c key and then clus-
tered with a sequential scan. During the scan, each record is
compared with the \representative" records of clusters and
added to its closest cluster.

D.2 Con�icts in Real Datasets
In the body of the paper, we used synthetic datasets to

show that con
icts can occur frequently among measures.
In this section, we show that con
icts can also occur in real
datasets as shown in Table 4, which shows the measure re-
sults for the two ER algorithms run on the shopping and
hotel datasets. We added the distance results for BMD
and accuracy results for the other measures. It is important
to understand that for BMD , a smaller distance indicates a
more accurate ER result. For the hotel dataset, the Swoosh
algorithm performs better than the ME algorithm according
to the BMD measure (again, the algorithm with the smaller
distance is better), but not for pF1 (higher accuracy is bet-
ter). Hence, the pF1 and BMD measures con
ict. The pF1
measure also con
icts with cF1 , which considers the Swoosh
result more accurate. The other K and ccF1 measures do
not con
ict with other measures because of the similar ac-
curacies given to the two ER results (recall we set � = 0.01).
For the shopping dataset, both pF1 and BMD consider the
Swoosh algorithm to be better than the ME algorithm while
the other measures give similarly high accuracy values to
both algorithms. We do not �nd any con
icts in this case.
The results show that con
icts can indeed occur in real world
applications, and evaluations of ER algorithms need to con-
sider multiple measures (something that to date is seldom
done).

Table 4: Measure results for real-world algorithms
and datasets

BMD pF1 cF1 K ccF1
Hotel

Swoosh 427 0.34 0.88 0.95 0.93
ME 435 0.61 0.86 0.96 0.93

Shopping
Swoosh 29 0.86 0.98 0.98 0.99

ME 34 0.73 0.98 0.97 0.99

D.3 Comparing ER Algorithms with Con�g›
ured Measures

In the main body of the paper, we discussed how the cost
functions can be chosen based on application-speci�c knowl-
edge. Table 5 shows how the Swoosh and ME algorithms
can be compared using con�gured GMD measures. The ER
results are identical to the ones used for Table 4. EachGMD
measure gives certain information on how the two algorithms
performed. For example, using the results of GMD P and
GMD R, we know that the Swoosh algorithm is superior to
the ME algorithm in terms of broken entity errors, but infe-
rior in terms of glued entity errors, for both of the datasets.
Comparing the results of BMD and GMD H , we suspect
that the Swoosh algorithm does a poor job in resolving large
clusters because Swoosh has much higherGMD H distances
than those of ME, but similar BMD distances. (Recall that
GMD H is more sensitive to errors in large clusters than
BMD .)

Table 5: Con�gured GMD results for real-world al-
gorithms and datasets

BMD GMDP GMDR GMDH GMDV

Hotel
Swoosh 427 2087 158 2672 0.177

ME 435 79 374 888 0.122
Shopping

Swoosh 29 28118 0 28147 0.084
ME 34 0 12794 12828 0.078

D.4 Runtime Performance
In the main body of the paper, we proposed an e�cient

algorithm for computing GMD measures. In this section,
we compare the computation times for the BMD , pF1 , cF1 ,
K , ccF1 , and V I measures. (We omit the other con�gured
GMD measures because their runtimes are similar to that
of BMD .) For BMD , we used the Slice algorithm. For
pF1 , we used two implementations: one uses the Slice algo-
rithm while the other is a straightforward implementation
that iterates through all record pairs of the ER result and
the gold standard. Similarly for V I , we used an implementa-
tion using Slice (i.e., GMD V ) and a straightforward imple-
mentation that iterates through all pairs of clusters between
the ER result and the gold standard. We implemented cF1 ,
ccF1 , and K in a straightforward way (as described in Sec-
tion 5) because there are no better published algorithms. As
a result, cF1 was implemented with a linear time algorithm
while ccF1 and K were implemented with quadratic time al-
gorithms. All the algorithms were implemented in Java, and
our experiments were run in memory on a 2.4GHz Intel(R)
Core 2 processor with 4GB of RAM.

Figure 6 shows the runtime plots for the measures. We
experimented on 10K to 160K entities with the Zip�an ex-
ponent e = 1.5, and each ER result R had |R|

10 misplaced
entities. Any implementation using the Slice algorithm is
scalable to large ER results, with a runtime increasing lin-
early by the number of entities. Although the straightfor-
ward implementation of pF1 is worst-case quadratic, in this
experiment it shows linear average behavior (because clus-
ters are small | average size is 3.5 | making the number
of records to iterate over small). The straightforward im-
plementation of V I is expensive even for a small number of
entities, highlighting the runtime improvements when using
Slice. The cF1 algorithm is e�cient and shows a linear in-
crease in runtime. Finally, the runtimes of the K and ccF1
algorithms grow quadratically against the number of entities
and show the worst runtimes.
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