Name Nodes Edges size
Livejournal | 4,847,571 68, 993,773 18GB
Triples 1,464,829,200 | 1,649,506,981 | 120GB
Freebase 7,024,741 154,544,312 12GB

Figure 20: Dataset Descriptions

—— find minimum dist for each point

CREATE VIEW dmin SELECT pid,

min (dist (pp.point, kk.mean)) AS dist,center
FROM points pp, means kk

GROUP BY pid

-— find mean for each pid
CREATE VIEW assign_cluster
SELECT pid, point, kid
FROM points p, means k, dmin d
WHERE dist (p.point, k.mean) = d.dist

—-— update step

CREATE VIEW newmeans AS

SELECT kid, avg(point)
FROM assign_cluster

GROUP BY kid

-— put it all together
WITH means AS (
SELECT kid, mean, 0 FROM initial_means
UNION ALL
SELECT kid, avg(point), level + 1
FROM points p, means k
WHERE dist (p.point, k.center) =
(select min(dist (p.point, m.center))
FROM means m)
AND k.level = (select max(level) FROM means)
AND dist (k.center, d.center) < S$threshold
GROUP BY kid
)i
SELECT » FROM means

Since MapReduce has been used as a foundation to express rela-
tional algebra operators, it is straightforward to translate these SQL
queries into MapReduce jobs. Essentially, PageRank, descendant
query, and k-means clustering all share a recursive join structure.
Our PageRank and descendant query implementations are similar
to map-reduce joins in Hive [9], while k-means implementation is
similar to Hive’s map-side joins; the difference is that these three
applications are recursive, which neither Hive nor MapReduce has
built-in support. Further, with a modest extension to high-level lan-
guages such as Hive, common table expressions could be supported
directly and optimized using HaLoop, and then programmers’ im-
plementation effort could be greatly reduced.

9.6 Hardware and Dataset Descriptions

This section presents additional details about our experimental
design, for both reducer (input/output) cache evaluation and map-
per input cache evaluation.

9.6.1 Settings for Reducer Cache Evaluations

All nodes in these experiments are default Amazon small in-
stances*, with 1.7 GB of memory, 1 EC2 Compute Unit (1 virtual
core with 1 EC2 Compute Unit), 160 GB of instance storage (150
GB plus 10 GB for the root partition), 32-bit platform, and moder-
ate 1/0 performance.

Livejournal is a semi-synthetic dataset generated from a base
real-world dataset®>. The base dataset consists of all edge tuples

*http://aws.amazon.com/ec2/instance-types/
Shttp://snap.stanford.edu/data/index.html

in a social network, and its size is 1GB. We substituted all node
identifiers with longer strings to make the dataset larger without
changing the network structure. The extended Livejournal dataset
is 18GB.

Triples is an RDF benchmark (resource description framework)
graph dataset from the billion triple challenge®. Each raw tuple in
Triples is a line of (subject, predicate, object, context). We ignore
the predicate and context columns, and treat the dataset as a graph
where each unique string that appears as either a subject or an ob-
ject is a node, and each (subject, object) tuple as an edge. The
filtered Triples dataset is 120GB in size.

Freebase is another real-world dataset’, where a large amount of
concepts are connected by various relationships. If we search for
a keyword or concept ID on the Freebase website, it returns the
description of a matched concept, as well as outgoing links to the
connected concepts. Therefore, we filter the Freebase raw dataset
(which is the craw! of the whole Freebase website) to extract tuples
of the form of (concept_id1, concept.id2). The filtered Freebase
dataset (12.2GB in total) is actually a concept-connection graph,
where each unique concept_id is a node and each tuple represents
an edge. Detailed data set statistics are in Figure 20.

We run PageRank on the Livejournal and Freebase datasets be-
cause ranking on social network and crawl graphs makes sense in
practice. Similarly, we run the descendant query on the Livejournal
and Triples datasets. In the social network application, a descen-
dant query finds one’s friend network, while for the RDF triples,
such a query finds a subject’s impacted scope. The initial source
node in the query is chosen at random.

By default, experiments on Livejournal are run on a 50-node
cluster, while experiments for both Triples and Freebase are exe-
cuted on a 90-node cluster.

9.6.2 Settings for Mapper Input Cache Evaluations

All nodes in these experiments contain a 2.60GHz dual quad-
core Intel Xeon CPU with 16GB of RAM. The Cosmo dataset® is a
snapshot from an astronomy simulation of the universe. The simu-
lation covered a volume of 110 million light years on a side, with
900 million particles total. Tuples in Cosmo are multi-dimensional
vectors.

9.7 Discussion
Here we compare some other design alternatives with HaL.oop.

e Disk Cache vs. Memory Cache. To cache loop-invariant data,
one can use either disk or memory. HalLoop only caches data
to disk. The reason is that in a commodity machine cluster, a
slave node does not have sufficient memory to hold the cache,
especially when there are a large number of tasks that have to
run on the node.

o Synchronized Iteration vs. Asynchronous Iteration. HalL.oop only
utilizes partitioned parallelism. There could be some dataflow
parallelism if iterations are not strictly synchronized. However,
dataflow parallelism is not the goal of MapReduce, and it is also
out of this work’s scope.

e Loop Body: Single Pipeline vs. DAGs. Currently, HaL.oop only
supports articulated map-reduce pairs with a single pipeline in
the loop body, rather than DAGs. Although DAGs are a more
general form of loop body, we believe the current design can
meet the requirements of many iterative data analysis applica-
tions.

®http://challenge.semanticweb.org/
"http:/ww.freebase.com/

8http://nuage.cs.washington.edu/benchmark/astro-
nbody/dataset.php
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