
which has two downward paths p; p0 from it where the edge
labels of p0 are the successor of the edge labels ofp, where
p and p0 lead to leaves with incompatible tiles. So we will
have a rule:

DepthGten(x); Extends(y1; x); Extends(y2; x);
Succy(y1; y2; x); Tiledi(y1); Tiledj(y2) → Goal

for every incompatible pair of tiles i and j , where the �rst
four predicates in the body are intensional, and are de�ned
so as to guarantee the following:

• DepthGten(x) will state that x is at least n from the
root.
• Extends(z; x ) will state that there is a downward path

from x to z.
• Succy(y1; y2; x) will state that the last n edges leading

from x to y1 form a successor of those leading fromx
to y2.

All of these are coded straightforwardly in NRDL.
The case for horizontally adjacent nodes is slightly more

complicated, since we cannot �x a single stem, but is han-
dled similarly.

9.6 Proof of Theorem 17
Recall the result:
For any �xed NRDL query Q0, the problem of checking

whether or not NRDL Q is contained in Q0 is PSPACE-
complete.

We �rst give the lower bound. Given any NRDL boolean
query Q and input database D for Q we can construct in
polynomial time a NRDL query Q� such that Q is true on
D i� Q� is contained in Q0 the empty query { that is, Q
is true on D i� Q� is unsatis�able. Q� has an intensional
predicate R � for every input predicate R of Q, and constants
for all elements of D . It contains a copy of every rule of Q,
modi�ed so that input predicates R are replaced by R � and
the goal predicate of Q is replaced by a new predicateGoal� .
It also contains a rule Goal� ; build1 : : : buildn → Goal, where
build i are atoms R � (c1:::cn) for every atom R(c1 : : : cn) in
D . That is, we build a copy of D in intensional predicates,
and then assert that Q holds on this copy. This shows that
the containment problem for �xed Q0 is at least as hard
as the complexity of NRDL evaluation for �xed D . But
the query complexity of NRDL evaluation is known to be
PSPACE-complete [25].

We now turn to the upper bound. For simplicity, we take
Q0 to be a CQ here, leaving the UCQ extension to the reader.
We can normalize Q so that it has at most two atoms in
each body, which are either both intensional or both input
predicates. For U an intensional predicate of Q, and Q0 any
other conjunctive query, a U; Q0 subgoal is any conjunction
of atoms C from Q0 along with a mapping h from a subset of
the variables of C to either free variables of U or constants
of Q. A U; Q0 subgoal family is a �nite set of U-subgoals
(Ci; hi) : i ≤ n. Note that if Q0 is �xed the collection of
possible Ci’s is �xed, along with the number of domains
for the mappings hi. Hence the number of possiblehi’s is
at most |Q|j for some j , and therefore the maximal size of
a U; Q0 subgoal family is polynomial in the size of Q. A
U; Q0 subgoal family is said to be omittable if there is a
canonical db D for U in which no hi cannot be extended to
a homomorphism of Ci onto D .

We create an alternating PTIME algorithm that takes as
input the program Q, intensional predicate U of Q, and a

U; Q0 subgoal family and determines whether it is omittable.
This can then be applied to the subgoal family consisting of
one subgoal, the full query Q0 and h the empty mapping
onto the goal predicate of Q.

Given U; Q0 subgoal family (Ci; hi) : i ≤ n, the algo-
rithm guesses a rule U(~x) → B1(~x; ~y); B 2(~x; ~y) of Q. If
B1 and B2 are input predicates, the algorithm just checks
that each hi(Ci) is not satis�ed in the canonical db given
by B1(~x; ~y); B 2(~x; ~y). If B1 and B2 are intensional, then
the algorithm considers any pair h0; f where h0 extends h
by mapping additional variables in C to elements of ~x ∪
~y ∪ (constants of Q), and f assigns each atom inC to one
of B1(~x; ~y); B 2(~x; ~y). Let D 1 be the B1; Q0 subgoal whose
query consists of all atoms that f assigns to B1 and whose
mapping is h0. Let D 2 be similarly de�ned for B2. Then
the algorithm chooses one of the two subgoalsD 1 and D 2.
Let F1 be all the subgoals that are chosen forB1 during this
process, andF2 be de�ned similarly for B2. The algorithm
recurses on the two B1; Q0 subgoal family F1 and the B2

subgoal family F2. The fact that the algorithm returns true
i� the subgoal is omittable follows easily by induction on
the rank of Q0.
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