
 1  procedure ConstructFSM ( Field [] fields ): 
 2  for each  field in fields: 
 3    maxLevel  = maximal repetition level of field   
 4    barrier  = next field after field  or final FSM state otherwise 
 5    barrierLevel  = common repetition level of field  and barrier 
 6    for each preField  before field  whose  
 7                   repetition level is larger than barrierLevel : 
 8      backLevel  = common repetition level of preField  and field 
 9      Set transition (field, backLevel ) -> preField  
10   end for  
11    for  each  level  in [barrierLevel+1..maxLevel]  
12       that lacks transition from field:  
13            Copy transition's destination from that of level-1 
14   end for  
15    for  each  level  in  [0..barrierLevel]:    
16             Set transition (field, level) -> barrier 
17   end for  
18 end for   
19 end procedure  

Figure 18: Algorithm to construct a record assembly automaton

C. FSM CONSTRUCTION ALGORITHM
Figure 18 shows an algorithm for constructing a �nite-state ma-
chine that performs record assembly. The algorithm takes as input
the �elds that should be populated in the records, in the order in
which they appear in the schema. The algorithm uses a concept of
a `common repetition level' of two �elds, which is the repetition
level of their lowest common ancestor. For example, the common
repetition level ofLinks.Backward andLinks.Forward equals 1. The
second concept is that of a `barrier', which is the next �eld in the
sequence after the current one. The intuition is that we try to pro-
cess each �eld one by one until the barrier is hit and requires a jump
to a previously seen �eld.

The algorithm consists of three steps. In Step 1 (Lines 6-10),
we go through the common repetition levels backwards. These are
guaranteed to be non-increasing. For each repetition level we en-
counter, we pick the left-most �eld in the sequence—that is the one
we need to transition to when that repetition level is returned by a
FieldReader. In Step 2, we �ll the gaps (Lines 11-14). The gaps
arise because not all repetition levels are present in the common
repetition levels computed at Line 8. In Step 3 (Lines 15-17), we
set transitions for all levels that are equal to or below the barrier
level to jump to the barrier �eld. If aFieldReader produces such
a level, we need to continue constructing the nested record and do
not need to bounce off the barrier.

D. SELECT­PROJECT­AGGREGATE
EVALUATION ALGORITHM

Figure 19 shows the algorithm used for evaluating select-project-
aggregate queries in Dremel. The algorithm addresses a general
case when a query may reference repeated �elds; a simpler opti-
mized version is used for �at-relational queries, i.e., those refer-
encing only required and optional �elds. The algorithm has two
implicit inputs: a set ofFieldReaders, one for each �eld appearing
in the query, and a set of scalar expressions, including aggregate
expressions, present in the query. The repetition level of a scalar
expression (used in Line 8) is determined as the maximum repeti-
tion level of the �elds used in that expression.

In essence, the algorithm advances the readers in lockstep to the
next set of values, and, if the selection conditions are met, emits
the projected values. Selection and projection are controlled by
two variables,fetchLevel andselectLevel. During execution, only

 1 procedure Scan(): 
 2   fetchLevel = 0  
 3   selectLevel = 0 
 4   while stopping conditions are not met: 
 5     Fetch() 
 6     if WHERE clause evaluates to true: 
 7       for each expression in SELECT clause: 
 8         if (repetition level of expression) >= selectLevel: 
 9           Emit value of expression 
10         end if   
11       end for 
12       selectLevel = fetchLevel 
13     else 
14       selectLevel = min(selectLevel, fetchLevel) 
15     end if   
16   end while 
17 end procedure 
18 
19 procedure Fetch(): 
20   nextLevel = 0  
21   for each reader in field reader set: 
22     if (next repetition level of reader) >=  fetchLevel: 
23       Advance reader to the next value 
24     endif   
25     nextLevel = max(nextLevel, next repetition level of reader)  
26   end for 
27   fetchLevel = nextLevel  
28 end procedure 

Figure 19: Algorithm for evaluating select-project-aggregate
queries over columnar input, bypassing record assembly

readers whose next repetition level is no less thanfetchLevel are
advanced (seeFetch method at Line 19). In a similar vein, only ex-
pressions whose current repetition level is no less thanselectLevel
are emitted (Lines 7-10). The algorithm ensures that expressions
at a higher-level of nesting, i.e., those having a smaller repetition
level, get evaluated and emitted only once for each deeper nested
expression.
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