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Figure 14: Quality of different query slicing techniques for
varying query complexity.

signi cantly more expensive than the alternatives). Speci cally, we
consider =1 and also vary from C to C=10 for each query,
whereC is the cost of the optimal plan kptimize-O (i.e., with-

out thresholds). Again, the join topology in uences the trends.
For chain queries, the in exion point is reached sooner for all tech-
niques, ancbptimize-PS* is the least ef cient alternative. This
trend is reversed for star queries, whepeimize-PS* is the most

ef cient technique among those that use partitioned spools. The
reason is thabptimize-PS* is intrinsically more expensive, but
only operates over a single tree, and therefore bene ts from com-
plex optimization instances. Figure 13(b) clearly shows that the in-
exion point of optimize-PS* is smaller than that afptimize-LPS ,

and the optimization costs cross each other at ar@sl

Figure 15: Quality for chain queries with no indexes.

C.2 Overall Plan Quality

We now examine the quality of the plans returned by different
optimization strategies. For that purpose, we consider again the
100-query workloads with 8-way joins of the previous section (the
results extend for other query sizes). For each query in the work-
load and given threshold, we de ne the overhead ratio as the
optimizer cost of the optimal extended execution plan of our tech-
niques divided by the optimizer cost of the optimal execution plan
obtained byoptimize-O (i.e., with no threshold). For instance,
an overhead ratio of 1.25 for= C=4 means that the optimal
query slicingPs is 25% worse than the optimal —unsliced— plan
Py, when no slice irPs is allowed to use more than 25% of the
overall cost ofPy .

Figure 14 shows the results for different join topologies. We
make the following observations. Firsiptimize-S does not pro-
duce a plan for the vast majority of cases. For instance, in Fig-
ure 14(a), only 54% of queries have answers faiC=2, just 15%
for =C=3, and none for smaller values of. Since overhead
ratio averages are computed only for successful optimizations, it
seems thatptimize-S performs better overall than the other tech-
niques, when in reality is just the opposite. In fagitimize-LPS
is the simplest technique that results in valid queries for arbitrary

values. However, the overhead ratios are signi cantly higher
than those of the more advanced strategies. Finally, we see that
optimize-LPS* andoptimize-PS* are almost indistinguishable in
terms of quality from the optimalptimize-PS . In general, the best
overall isoptimize-PS , but the difference is below 2% in all cases.

We comment on an interesting result that we obtained when we
repeated the experiment of Figure 14(a) but changing the physi-
cal design so that only clustered indexes were available. Figure 15
shows overhead ratios that at rst sight suggest virtually no over-
head for optimizing such queries even for values ef C=10.
Upon closer inspection, we found that more than half of the queries
behave similarly to the case in Figure 14(a), but a signi cant frac-
tion of the remaining queries result in overhead ratios smaller than
one. This happens because in absence of indexes, most joins are
hash-based. In such cases, evaluating a partitioned hash-join re-
quires materializing join results (which can be small) but avoids
spilling join inputs to disk (which can be large). Therefore, plans
that use partitioned spools can be more ef cient than the optimal
unsliced plans. This strategy, although not implemented in prac-
tice, is also applicable for regular query optimization.
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