








The contribution to the total cost is

> Pr(Mis, N @)RillRia| = R X Riga
SE(TF} seF(P)

In case 2(b)X is only formed in the sub-plans with; = F. The
contribution to the total cost is

z Pr(Xiit1, i,
¢e{T,F} F(P)—{¢i}

lo—g; (Ri) M Rital.

In case and 3Y is only formed in the sub-plans with; = F and
¢i+1 = T. The contribution to the total cost is

Z Pr(Xi it1, 2¢i, Pit1, /\ &) | Ril|Rit1| =

SEAT.F} F(P)—{¢i.di+1}
|Uﬁ¢i (RZ) N U¢i+1 (RL+1)|

So, |X| is always weighted by a factor of 0 or 1 in the total cost.
This concludes the basis step.

For the induction step, consider the intermediate relafionf
cardinalityk + 1, that contains the relatiorf3;, . . . , R;+x. Thisin-
termediate relation will be formed from a join nokte ;1 that will
join the intermediate relation¥;, X>, which contain the relations
R;,...,R; andRj41,..., Riy respectively. Since cafd;) <
k and cardX>) < k, we know that|/X;| and|X-| either do not

&) Ril|Riv1| =

appear in the total cost, or they appear with a factor of 1. Note that

multiple intermediate results that contain the relatifns. . . , R; 1«
can appear in the total cost, produced by all the joihg41 with
j=1,...,i+k—1. However, these intermediate relations contain
different partitions of the relations, and are thus different for the

Finally, for case 2(c), the cost contribution is

> Pr(My,41,51, B, A ¢, Aj,~$1)|R| =

$e{T.F} $eF(P)—Fj—{o1}
|-y (A1) X Xa.

So,|X| will appear in the total cost with a factor of 0 or 1.

C. GREEDY ALGORITHM DETAILS

P<=udocode for our greedy algorithm is given in Algorithm 1.
Initially (in function GREEDY-HPE), a traditional query optimizer
is invoked to find the best monolithic plan for the query. We use
the KBZ polynomial-time algorithm in our implementation [15].
This plan corresponds to @braise, dwrue }-value for each predicate
in the set of predicates of the eddy skeleton routing poli€y,
Then, the recursive functionf&EDY-HPE-RECIs called. It takes
the following argumentsZF is the set of predicates frof. that
have not been given values;is the set of bound predicates by the
algorithm (i.e., predicates that are already part of the CJP and are
assigned a value not froftpuue, ¢raise}); A is an set of predicate
values from{ ¢uue, ¢raise} for all the predicates itF; C is a{T, F}
assignment for the predicates i valid in thecurrent sub-plan
Cmin is the cost of the best CJP found so fais the partitioning
budget. The initial values for these arguments can be seenin line 5
of Algorithm 1.

The function GREEDY-HPE-REC examines all the free predi-
cates inF. For each possible value of every free predicatet
evaluates the cost of the CJP that uses @hbs a decision pred-
icate, and the upper and lower join orders honor the eddy restric-
tions. If it finds that such a predicate improves the total cost,

|

purposes of this proof. We can therefore focus on a particular value it introduces it to the CJP, and recurses to the two sub-plans. The

of j. Similarly to the base step, we have the following cases:
1. Either|X1| or | X2| do not appear in the total cost. The#;|
does not appear in the total cost.
2. Both|X4| and|X-2| appear in the total cost. Thefr,is formed
atthe sub-plans with; = ¢;,...; = F,and¢2 = ¢j11,....i16 =
T. This has again the following sub-cases:
(@) ¢1,¢2 & F(P), p1 = draiser aNdp2 = rre.
(0) ¢1,¢2 € F(P).
(©) ¢1 € F(P), p2 € F(P), andepa = Purue-
(d) ¢2 € .7:(P), ¢1 g .7:(P), and¢1 = ¢false-
We need to prove tha®’| appears with a factor of 1 in the total cost
in cases 2(a)-2(c) (case 2(d) is dual to case 2(c)). The fac&that

and X, are formed implies an assignment of all the base decision

predicatesy;, . . ., ¢+, as well as an assignment of all the deci-
sion predicates on the intermediate relations that fatnand X.
Let us callF; the set of these assigned decision predicates4nd

the particular assignment. This assignment creates the partitions of15:

the relationsR;, . . ., R, particular toX; and X», but does not
introduce factors in their cost (from the induction hypothesis). Let
us denote byE; (Z2) the conjunction of join predicates i (X2),

and by|R| the size of the Cartesian produgt x - - - X R;;x. For

the case 2(a) above, the cost contribution is

Z Pr(™j,j41,E1, Z2, /\ 0, A)|R| = | X1 X As|.
#€{T.F} EF(P)~Fj

In case 2(b),X appears only in the subplans with = F and
¢2 = T. The cost contribution is

Z Pr(Mj, 41,51, B,
$€{T.F} GEF(P)=Fj {192}

= |0-py (X1) M g, (A2)].

¢, Aj, —¢1, $2)|R|
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recursion finishes if such a predicate was not found, edécision
predicates have already been used.

Algorithm 1 Greedy Horizontal Partitioning with Eddies, initial-
ization and main algorithm

1: function GREEDY-HPE(Q)
2: ConvertQ to the eddy skeleton routing poliey. (Q, F)

3: Find the optimal plarP* for the query, and its cogt™
4: Find the assignmentl* (F.) that corresponds to the pldn*
5: return GREEDY-HPE-REC(F, 0, A*, 0, C*, c)

6: function GREEDY-HPE-REC(F,B,A,C,Crmin,C)

7. ¢* =null; C* = Cpyin; P* =null

8: for ¢ € Fdo

9: for all possible valuest < v for ¢ do

10: A" = A[F — {¢}]

11 A(b - A/ U {¢ - ¢true} @] C

12: Ay =A"U{¢ = drase} UC

13: if LEGAL(Ag4) A LEGAL(A-4) then

14: Py = PLAN(Ay)

Py =PLAN(Ay)

. _ /P

16: P=—¢ N Pj;

17: C = CosT(P)

18: if C < C* then

19: C*=C,P*=P;¢* = ¢

20:  if ¢* = null v ¢ = 0 then return PLAN(A U C)

21: P = GREEDY-HPEREQF — {¢*},B U {¢*}, A[F —
{¢*},Cu{g* =T} C*,c-1)

22: P, = GREEDY-HPE-REQF — {¢*},B U {¢*}, A[F —
{7}, cu{g* = F/}1,0;0— 1)
. * 1

23: return — ¢ o p

We can measure the cost of the greedy and exhaustive algorithms
as the number ojoin plansthat will be evaluated. For simplicity,



10" —————— 10" ——— D. IMPLEMENTATION DETAILS
160 Greedy,c=n —&— 13 Greedy,c=n —&— .

107 Exhaustive.c=n —e— g4 107 | Greedyc=10 —v— Our prototype is based on the PostgreSQL codebase, and uses
B oMo TSNS 4 B 02 ves the eddy implementation described in [5]. Specifically, we have
% 100 | P T% 101 created two new PostgreSQL operators: the eddy and the SteM op-
3 101 / E z 1010 erator. The SteM is a main memory hash table that stores base or
é 10%° E ‘_é’u , intermeQiate tuples and has an insert/probe interface. Ajoin. is exe-
S 10 E o 10 cuted using two SteMs. The eddy operator performs the routing, via
3 1% E 3 10° an intemal routing policy. structure. The routing policy structure is

102 E 107 ] a mapping from a tuple signature to zero or more operators. We are

1008 ; 105' ! . L using the routing policy as the search space representation, which
34567 8 910 10 15 20 25 30 is equivalent to using CJPs. All our additions in the PostgreSQL

Joins in query Joins in query code are in the execution engine, and in fact we have completely

(a) Cost of exhaustive search. (b) Cost of greedy search. bypassed the PostgreSQL optimizer. The construction of the junc-

tion tree is done outside the PostgreSQL code, with a simple JDBC
program. The junction tree is read into memory when PostgreSQL
starts. A more careful implementation would reuse the PostgreSQL
catalog and optimizer, and subsequently have better optimization
we assume that the decision predicates in a CJP form a complete biperformance.

nary tree. This is true for chain queries when no decision predicates

on intermediate results are used, but not true in the general caseE.  DATA GENERATION

Under this assumption, if a CJP containdecision predicates, we
need to payC(k) = 2" in order to evaluate its cost. Assume
that the eddy CJP structure contai/s.| = m binary decision
predicates. This number can be easily calculated using the query
graph and the number of joins in the query For chain queries,

Figure 11: Number of join plans considered by the exhaustive
and greedy search in the eddy CJP space.

We generate synthetic data for a join quéty X - - - X R,,, Si-
multaneously controlling three parameters: the number of tuples in
each relation)V, the selectivities of the join operatoss, . . ., sn,
and the Pearson correlation coefficient, The latter controls the
degree of correlation in the database and takes valueslinl]: if

m= w = O(n?), while for star queriesn = O(n?). r = 0, the database should be fairly uniformj;f = 1, an almost

The exhaustive algorithm needs to partition theSebf m de- perfect partitioning scheme of the relations should exist. The data
cision predicates into two sets: a sEt of predicates that will be ~ generation algorithm takes as input the desired parameter values
a part of the CJP, and a s&% of predicates that will be assigned ~ N, {s1,...,sx}, 7, as well as the Markov network of the database.

values frompuue, draise. The sizes of the sets, given the partitioning ~ Consider the example query and its Markov network shown in
budgetc are|F1| = ¢ and|Fz2| = m — ¢. For each combination Figure 4. The variables that are connected in the Markov network
of these sets, and for each combination of values of the decision(€.9.,X andJrs) have a correlation coefficent with absolute value
predicates, the algorithm needs to evaluate the cost of a CJP of sizeéqual tor. In order to simulate a perfect paritioning for high corre-
c. Assuming that the domain size of all descriptive attributes is  lations, we flip the sign of the correlation coefficient at every edge

the cost of the exhaustive algorithm is of the graph. For example, the correlation coefficient betw&en
and Jrs is equal tor, the correlation coefficient betweefirs
EXHAUSTIVE(m, ¢) = ( m ) d°2m°C(c) andY is equal to—r, etc. Variables that are not adjacent in the
¢ graph are correlated only indirectly. Under certain assumptions,

the correlation coefficient between two variablésind B is equal

For the greedy algorithm, consider the case wieré iterations A g )
to (—r)~, wherek is the number of edges in the path betweén

have already been executed, and there degations left. Then, the X o .
size of the argumersE is | F| = m — ¢ + i. The greedy algorithm and B. For example, the correlation coefficient &f and Jsr is

3 i . ) o
will for every predicate and every predicate value in that set, eval- —" - T1hiS procedure gives the correlation matfx= [r;;] whose

uate the cost of a CJP with one decision predicate. Then, it will entries are the correlation coefficients between every pair of ran-
recurse withi — 1 iterations left: dom variables. Then, the method described by Fackler [11] is used

to create aV x 7, [0, 1]-valued matrixD = [d;;] that conforms
GREEDY(m, i) = d(m — c+3)C(1) + 2GREEDY(m,i — 1) to the correlation matriz. Each column of the matri® is used
to generate a random variable. For descriptive attributeg)thi¢
valued;; is scaled accordingly to the attribute’s domain. For join
indicators, the valud is chosen ifd;; > 0.5, and the valud~ is
chosen otherwise. Finally, each value of a join indicgigis used
to create two values of the join attributes for the relations. The
values should be equal jf; = T, and not equal otherwise. In
addition, the domain of the join attributes is chosen so that the se-
lectivity of the join is equal to the input given to the data generation
algorithm.

Since initially there are: iterations left, we are interested in the
cost GREEDY(m, ¢). When there is no restriction in the number
of partitions ¢ = m), the cost of both algorithms grows super-
exponentially with respect ta. However, consider the case where
we restrict the partitions to the number of joins in the query, n,
allowing essentially one decision predicate for each base relation.
The number of join plans evaluated by the exhaustive and greedy
algorithms are shown in Figure 11(a) fer= 3ton = 10 joins in

the query. While the cost of exhaustive grows&(éz”z), the cost

of the greedy search grows @§2™). Even restricting to a fixed
number of partitionsd = 1) ca%ot Zilleviate the super-exponential ACknOWledgementS

growth of the exhaustive algorithm. The cost of the greedy algo- This research was conducted when C. S. Jensen was a full-time Pro-
rithm for fixed iterations and iterations equal to the number of joins fessor at Aalborg University. C. S. Jensen is an Adjunct Professor

is shown in Figure 11(b) fon = 10 ton = 30 joins. While the at University of Agder, Norway.

growth is exponential, it can be kept reasonable with fixed itera-

tions at the cost of CJPs of reduced quality.
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