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Figure 3: (a) Variation of Number of k-grams extracted for various values of themin-conf threshold for 3-grams (b) Variation of number of
3-grams extracted and precision vs. percentage of log exposed (¢c) Same as beforedfgrams

creases, the k-gram support threshold decreases), however, the al- nition cannot be performed on datasets such as query logs and tag
gorithm involves use of the FP-tree method [11], which cannot data.
be immediately applied to find all k-grams (which are word se- Building association rules on text k-grams is not new; [30] uses
quences, not sets) with a support greater than some f(k), since the association rules between text k-grams and web pages that are clicked
subset property does not hold. Adapting the FP-tree method for on for those k-grams.
our purposes remains an open problem. Additionally, we focus on Our work is also related to the field of word-level k-gram lan-
the second part of the frequent-itemset problem, i.e., how the con- guage modeling [21]: the post-conf metric we use is nothing but
fidence in an k-gram relative to other k’-grams affects our choice the marginal probability of seeing the last word given the previ-
of the k-gram as a concept. ous k—1 words. However, we measure both forward and backward
[29] describes a method to mine confident association rules with- probabilities, i.e., that of seeing the first word given the last k-1
out a support requirement. While we could use this method to words as well. Additionally, rel-conf metric has no counterpart in
prune k-grams that we do not have sufficient confidence in, even the language modeling field.

this work is not immediately applicable to our case, because the
universal-existence upward closure property as in [29] does not
hold. Additionally we have multiple confidence metrics and values
of thresholds for those metrics, as against one min-conf threshold
in [29].

Another related topic of research is sequence mining [24] which
deals with mining sequences of items to find items that occur one
after the other in sequence, in order to isolate temporal dependen-
cies between items, which is very different from our goal, which is
to find sequence of words that form concepts, and the procedures
used are vastly different.

Generating hierarchies from documents has been explored in the
past [27, 20], however, these works are limited by the fact that they
use natural language processing to extract terms from grammati-
cally correct sentences, and therefore cannot be applied to generic
datasets like tags and query logs.

In [3], the authors use SRGs (Semantic Relationship Graphs)
to represent semantic relationships between words extracted from
text. Popularity is not used as a criteria to extract these words. [18,
12] deal with determining relationships, groupings etc. between
terms extracted from text. We do not discuss relationships between
concepts - or even the conditions of hypernymy or metronymy in
this paper.

[7, 4] talk of extracting items (and then relationships between
those items) based on bootstrapping with pre-defined (or subse-
quently discovered) patterns appearing in text. We, on the other
hand, do not have a seed set of patterns or items to begin with, and
our domain is not restricted to select types, the set of book-author
pairs or symptom-cause pairs, respectively in the two references
above. Our approach is general and does not require grammatically
correct sentences as input.

The problem of named entity recognition [21] has as its aim de-
tection and identification of ‘named entities’ — cars, persons, insti-
tutions, dates etc. Recognition is done via part-of-speech tagging
and other natural language processing techniques. While we ex-
tract concepts of all kinds, named entity recognition can detect and
extract concepts of specific types. However, named entity recog-
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