
where wt = ln
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, wd;t = 1 + ln (f d;t ), and Wd =qP

t∈d w2
d;t . Okapi [24] is another well-known scoring function.

Similarity models have been studied extensively and proven suc-
cessful in TREC experiments [29]. Note that our solution presented
in this paper applies generally to similarity retrieval models that
judge similarity from the query and document vectors, including
Okapi.

Given a query, a straightforward evaluation algorithm is to com-
puteSd;q for each documentd in turn, and return those documents
with the highest similarity scores at the end. The execution time of
this algorithm is proportional toN , which is not scalable to large
collections. Instead, search engines typically make use of an index
that maps the search terms to the documents containing them. The
most efficient index structure for this purpose is theinverted index.
Our work uses the impact-ordered inverted index, one of the varia-
tions recommended in [29] which provides a comprehensive survey
on search engine algorithms.
Impact-Ordered Inverted Index. The index consists of two com-
ponents – adictionary of terms and a set ofinverted lists. The
dictionary stores, for each distinct termt,
• a countf t of the documents that containt, and
• a pointer to the head of the corresponding inverted list.

The inverted list for a termt is a sequence ofimpact pairs 〈d; pd;t 〉
where
• d is the identifier of a document that containst,
• pd;t is the associatedimpact of the termt in documentd, de-

fined as

pd;t =
wd;t · wt

Wd
(4)

Note thatwt is independent ofq. Moreover, each inverted list is
sorted in decreasingpd;t values. Figures 9 and 10 give an exam-
ple of an impact-ordered inverted index and an algorithm for find-
ing the top-kmatching documents with the inverted index, both
adapted from [29]. The algorithm repeatedly pops the highest im-
pact value from the inverted lists involved in a query, and accu-
mulates the relevance score of the documents encountered. This
continues until all the inverted lists are exhausted, at which point
the documents with the highest cumulative scores are identified for
the query result.

The similarity scoring model with the inverted index implemen-
tation are used extensively in modern document retrieval systems.
They also form the foundation of Web search engines. That is why
we pick the model as basis for our privacy-preserving text retrieval
solution in this paper.

Appendix C. Merging Multiple Sources of Term
Relations
Our decoy injection mechanism requires as input a thesaurus of
term relations. For this paper, we use the database from Word-
Net [18]. As the term relations in this database have been derived
manually, they are accurate but may not be comprehensive enough.
Depending on the search application, it may be necessary to ad-
ditionally incorporate domain-specific or emerging term relations.
These can be obtained through relation extraction from text corpora
[11] or the Web [25]. To combine the two sets of term relations,
one way is to translate the various types of term relations in Word-
Net to appropriate numeric strengths; then, the extracted relations
are also assigned ratings in the same strength scale according to
their occurrence counts. Finally, line 18 of Algorithm 1 needs to be

Termt f t Inverted List fort
and 1 7→ 〈6, 0.159〉
big 2 7→ 〈2, 0.148〉 〈3, 0.088〉
dark 1 7→ 〈6, 0.079〉
did 1 7→ 〈4, 0.125〉
gown 1 7→ 〈2, 0.074〉
had 1 7→ 〈3, 0.088〉
house 2 7→ 〈3, 0.088〉 〈2, 0.074〉
in 5 7→ 〈6, 0.159〉 〈2, 0.148〉 〈5, 0.088〉 〈1, 0.088〉 〈3,

0.088〉
keep 3 7→ 〈5, 0.088〉 〈1, 0.088〉 〈3, 0.088〉
keeper 3 7→ 〈4, 0.125〉 〈5, 0.088〉 〈1, 0.088〉
keeps 3 7→ 〈5, 0.088〉 〈1, 0.088〉 〈6, 0.079〉
light 1 7→ 〈6, 0.079〉
never 1 7→ 〈4, 0.125〉
night 3 7→ 〈5, 0.177〉 〈4, 0.125〉 〈1, 0.088〉
old 4 7→ 〈2, 0.148〉 〈4, 0.125〉 〈1, 0.088〉 〈3, 0.088〉
sleep 1 7→ 〈4, 0.125〉
sleeps 1 7→ 〈6, 0.079〉
the 6 7→ 〈5, 0.265〉 〈1, 0.263〉 〈3, 0.263〉 〈6, 0.159〉 〈2,

0.148〉 〈4, 0.125〉
town 2 7→ 〈1, 0.088〉 〈3, 0.088〉
where 1 7→ 〈4, 0.125〉

Figure 9: Example of Impact-Ordered Inverted Index

To find the topk matching documents for a queryq, using an
impact-ordered inverted index.

(1) Fetch the first〈d; pd;t 〉 entry in each query termt’s inverted list.
(2) While there remain entries on any query term’s inverted list,

(a) Identify the inverted list entry〈d; pd;t 〉 with highestpd;t ,
breaking ties arbitrarily.

(b) If d has not been encountered before, create an accumula-
tor Ad and initialize it to zero.

(c) Ad ← Ad + pd;t .
(d) Fetch the next entry in termt’s inverted list.

(3) Identify thek largestAd values and return the corresponding
documents.

Figure 10: Query Evaluation on Impact-Ordered Inverted In-
dex
modified to iterate from the strongest term relations, down to some
minimum strength threshold. The detailed procedure for merging
multiple sources of term relations is left to a future extension of the
paper.
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