Consider the regular expression ABABand assume the
predicates A and B de ne the ASCII characters ‘A’ and ‘B,
i.e., Ais satis ed when the seven wires encode the ASCII
code ‘65'. Figure 13 illustrates the NFA that matches this
regular expression without the support of a separate Predi-
cate Decoder.
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Figure 13: NFA for ABAB

The boxes in the gure represent states of the NFA. Notice
that all seven wires are routed to every state and how it is
redundantly checked whether an ‘A’ or a ‘B’ is matched. In
Figure 14 the same NFA is depicted, however, with predicate
decoding o oaded to a separate component.

ABABwith Predicate Decoder

Figure 14: NFA for

Now it su ces to inspect a single signal at each NFA state
to check whether a given predicate was satis ed. This means
less wires need to be routed,i.e., the interconnect is used
more e ciently. Also the logic for evaluating the predicates
is no longer redundantly present on the chip leading to a
reduced consumption of lookup table.

The Predicate Decoder, in this case, is a simple demulti-
plexer converting 7-bit ASCII encoding into 128-bit one-hot
encoding. However, in a typical streaming application the
predicates are more complex,e.g., may contain Boolean op-
erators and comparison operators. This makes the use of a
separate Predicate Decoder even more compelling.

Our measurements show that it is wrong to assume that
the synthesizer detects and optimizes all redundant struc-
tures on its own. In Figure 15 we have compared a design
with a separate Predicate Decoder against a design without.
These measurements are based on the regular expression
(AB)'. The number of ip- ops used is negligible. We need
one ip-op per state in the NFA, e.g., (AB)%° requires
500 ip-ops. Nevertheless, the lookup-table (LUT) con-
sumption reaches critical levels with increasing i when no
predicate decoder is used.

D. STATE EXPLOSION

In this section, we present additional measurement results
of our experiments concerning the state explosion in DFAs,
which we discussed in Section 4.3. Figure 16 depicts the
number of ip- ops (in percent) required by the respective
nite automata types corresponding to the regular expres-
sion (0|1)*1(0J1) .

669

S .

S 25 No decoder: With decoder:

= —&— LUTs —&— LUTs

g 20+ —— Slices —— Slices

(2]

5 15+

o

3 10+

5

2 5y

q) A A L

e 0 — e 1
0 50 100 150 200 250

iin (AB)!

Figure 15: E ects of using a Predicate Decoder
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Figure 16: Flip- op Consumption — NFA vs. DFA

The gure illustrates that by using a binary representa-
tion (DFA compressed) to store the active state of the DFA,
state explosion does not a ect ip- op consumption. Thus,
NFAs and DFAs with compressed states require a similar
amount of ip- ops, whereas DFAs with one-hot encoded
states exhibit exponential ip- op consumption.
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Figure 17: LUT Consumption — NFA vs. DFA

In Figure 17 lookup table (LUT) consumption is illus-
trated. In the NFA case, the number of lookup tables con-
sumed increases linearly with respect to i. While a DFA
with compressed state representation requires less lookup
tables than a DFA with one-hot encoded states, the number
of lookup tables still grows exponentially with respect to .





