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Figure 5: Acyclic hierarchical Markov chain of size O(n) such that X c(x) has probability 1 - 272",

That is, for fixed p, the type of p[t1;t2] depends only on
the types of t1 and t,. We also need the following:

Lemma 28. Given a filter F, three F-types tp,;tp, and
tp; and a two-pointed tree p[x;y] one can check in PSPACE
whether there are treest, and t; with the root of p[t2;ts]
satisfying tp, in p[t2;ts], the root of t, satisfying tp, in t,
and the root of ts satisfying tp; in ts.

Proof. We need to know if there is a tree q with distin-
guished nodesmy; m3 (given, e.g., as distinguished labels),
such that the subtree of the root minus the subtrees of m»
and ms is isomorphic to p, and the nodes m1; m2;root(q)
satisfy the types tp,;tp,;tp; within the appropriate trees.

Any isomorphism type of an ordered tree can be described
in FNXPath , hence this can be expressed as afrNXPath
expression of polynomial size, using an enhanced label alpha-
bet telling whether a particular node is m, or ms. The result
now follows, because satisfiability of FNXPath on trees of
fixed depth d is in PSPACEIn the size of the expression and
the depth [5]. O

Call a 4-tuple (tp,;tp,;tps;p) consistent if the above holds.
Note that by Lemma 27, if (tp,;tp,;tps;p) is consistent then
for every t2; ts whose roots satisfy tp,; tp,, respectively, the
tree p[tz; t3] satisfiestp, at its root. We are now ready for
the algorithm.

Proof of Theorem 18 (single-exit HAMCs). We fix
a single-exit HAMC M. We know that in every component,
there are only a polynomial number of paths from the entry
node to the exit node. We also assume that every component
has at most two boxes. An arbitrary AHMC can be normal-
ized to achieve this. By acyclicity and the single-exit property
each path hits each box at most once. Note that over a HMC,
the axis descendantcan be (eldiently) translated away, since
the depth of the documents is bounded. Similarly, FNXPath
expressions can be rewritten to explicitly skip over "-nodes,
using the bound on thg,depth of the tree. For example
child[G] is rewritten to . (child[']=)'=child[G].

Our algorithm Gen(tp; b) takes as input F -type tp and box
b of M, computing the probability that b generates a tree
satisfying tp at the root. Applying this to the root of the
top-level box, and iterating over every type tp that contains
F, will give us the final probability that we want.

Gen(tp; b) works as follows. Let b point to component C
that is associated with label | CL , and by; b, be the boxes in
C. Let p1:::pn be all paths from the entry node to the exit
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node in C, possibly going through both boxes. For each path
pi, let I[pi] be the two-pointed tree that has a root labeled L
and the path p; as a subforest, with ports corresponding to
any occurrence ofb; and by in p;.

The algorithm guesses typestp, and tp, and then re-
cursively calculates Gen(tp,;b1) and Gen(tp,; k). It then
iterates over each path p;, and checks whether the 4-tuple
(tp,;tp,; tpg; I[pi]) is consistent; if they are multiples the prob-
abilities returned by Gen(tp,;b:1) and Gen(tp,; ;) with the
product of probabilities of the edges in pi, adding this to
the running probability. It returns the sum total of these
probabilities over all p;.

The correctness of the algorithm follows directly from
Lemma 27. The algorithm runs in PSPACE in the query,
since we can implement it with a call stack that stores a
sequence of pairs, box and type, of height at most the height
of M. For any fixed query it will be ra-tractable, since
the number of arithmetic operations used is a polynomial
(depending on the query) in the AHMC. [

Let us now extend this to multiple-exit HAMCs.

Proof of Theorem 18 (multiple-exit HAMCSs).

We explain the extension to the general AHMC model of the
proof given in the main text. In this case, there may be
j boxes per component, wherej is bounded by the size of
the AHMC. We thus need to deal with j -pointed trees; the
extension of Lemma 27 to j -pointed trees is straightforward.
In a given component, there may be exponentially many
paths p. However, each path is of size linear in the chain and
we only need to deal with one at a time (we can record the last
path we have visited using a polynomial amount of space). So
the algorithm Gen(tp,; b) will guess a path in the component
pointed to by b, in addition to choosing j types, where tp; is
chosen for box b in the component, and will then make a
recursive call to Gen(tp;; b) to compute the probability. Of
course, we also need to verify type consistency, which requires
a modification of Lemma 28 to the case wherep is not of fixed
sized but is part of the input. The extension follows because
the FNXPath expression expressing the isomorphism type
of the path is of size linear in the path. [





