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for the range ofp andN values encountered in practice. Thus,
to a good approximation, the problem of minimizindooks like 0.9
the problem of minimizing/(x) = x (x=p?) (2=p) such that 08 -
x 2 [p;1]. Itis easy to see thatis strictly increasing ofp; 1], E 0.7
and so we want to makeas small as possible. That is, we want to § '
makeh; andh; as small as possible. To this end, set 2 0.6
- o 0.5
ey~ (N=m)pE™ o+ com 2 o4
form 2 [1; N]. We can establish the following result. 3 0'2 !
THEOREM 1. Forc2f 1;2g,hc(; ;m ) isminimized by set- 0.1 / ul/
tingmg =min fm  1:gn(N;p;c) <gmsz (N;p;C)g, & = 0 1 : ‘
(N=mg;::;N=mg),and ¢ =(p"me;:;ptme). 4.975E+05 5.025E+05 5.075E+05
To summarize, we can approximately minimize the MSRE by (1) _ _ _Q“ery Result _
computingmi andm} as indicated in the theorem, (2) choosing Figure 5: Observed empirical CDFs versus analytic CDF
= argmin e 121 U( ¢; ¢;Mc) and settingn™ = m*, and (3) GibbsLooper parametersn = 5, p*"™ = 0:25, N = 500, and
settingni = N=m* andp; = p™ for1 i m". Inpractice, | = 100. This should (if everything is correct) compute a set of
itis often the case thai = ms3. 100 samples from the:0  (0:25)° = 0:99902  0:999 quantile
Thus we need only choos¢. For an MSRE target value we of the query-result distribution. Each TS-seed is used to produce

can selecN by numerically findingnin f N : w(N) g, where 1000 random values initially. The first thr&ibbslLooper it-

W(N) = gm~(N;p; 1) gn=(N;p; 2)p~> 2p~* +1. Note that erations require 156, 124, and 134 seconds to complete. At that
limn —oo W(N) = 0, which implies that our quantile estimator  point, the first TS-seed runs out of random data, and the query plan
converges in mean square to the true value as the total number ofis run again to fuel the last two iterations. These iterations take

DB versions increases. 122 seconds and 115 seconds to run, for a total time of around
eleven minutes to complete the tail sampling process and obtain
D. BENCHMARKING 100 database instances in the upper 0.999-quantile. By compari-

son, MCDB would require about 18 hours for this task.

Next we tested the accuracy of MCDB-R. We re-ran the above
query, but changed how the underlying database is generated to
make the example more interesting (and difficult). We modified
random _ord so that it is generated by selecting 100,000 tuples
from theorders parameter table. The mean (resp., variance) of
each normal used to generatndom _ord was itself generated
by sampling from an inverse gamma-distribution with shaped

We have implemented a C++ prototype of MCDB-R with the
MCDB code base as a starting point, including all of the features
described in the paper. As with our MCDB implementation, MCDB-
R does not yet have an optimizer or SQL compiler; instead, we use
an MCDB-specific language to specify a query plan directly. We
now describe a small benchmark of our prototype. Consider the
following random version of the TPC-brders table:

CREATE TABLE randomord (o _orderkey, o _yr, o _tot) AS

FOR EACH o IN (SELECT* FROM orders) scalel (resp., shap& and scalé:5). Thelineitem  table was
WITH VAL AS Normal (VALUES(o _mean, o _var)) generated so that one million of the tuples join with some tuple
SELECT o.0_orderkey, year(0.0 _orderdate), v.value from random _ord, and the rest find no mate. The probability that
FROM VAL v one of those tuples frotmeitem  will mate with the first of the

: i —5 —10
This version oforders ~ attaches a normally-distributed random 100,000 tuples imandom _ord is2 107 10~"". The prob-
“loss” value to each tuple (we use a mean and variance of one). ability that the tuple will mate with théh tuple in random _ord

Now, consider the following query: is equal to the probability that it will mate with tife  1)th tuple,
: ' minus2 (10~° 107 )=(10° 1).
SELECT SUM(val) as totalLoss . . .
FROM randomord, lineitem We ran MCDB-R 20 times on this query usi@ibbsLooper
WHERE wrderkey = | _orderkey AND parametersn = 5, p*™ = 0:25, N = 1000, and| = 100.
(0 yr = '1994 OR o _yr = '1995) Figure 5 shows the 20 empirical tail CDFs that we observed (each

based on 100 samples). The true CDF for the query-result distribu-
tion (calculated analytically as described above) appears as a thick
black line on the left side of the plot. The true tail CDF correspond-
ing to the 0.99902 quantile of the query-result distribution appears

Because the sum of a set of normal variables is also normal, we
know that the result of this query must itself have a normal distri-
bution with mean and variance computed as follows:

SELECT SUM(grpsize * o_mean) AS mean,

SUM(grpsize  * grpsize  + o.var) AS var FROM as a_thick black line on the right. - .

(SELECT o._mean, o .var, COUNT( *) AS grpsize It is clear from the plot that the 20 empirical tail CDFs cluster
FROM orders, lineitem ‘ closely around the true tail CDF. We also obtained 20 estimates of
WHERE year(o_orderdate) in ('1994’, '1995’) the 0.99902 quantile by recording the value of the minimum tail

AND aorderkey = | _orderkey

sample in each of the 20 runs. The mean value of these 20 esti-

GROUP BY .mrderkey, o .mean, o .var) mates was 5.0728e5, whereas the true quantile value was 5.0738e5.

Thus, if we run the former query using adding the following: The empirical standard error of the estimates was 265. To put
WITH RESULTDISTRIBUTION MONTECARLO(100) this in perspective, the middle 99% of the query-result distribu-
DOMAIN totalLoss >= QUANTILE(0.999) tion has a width of approximately 2503; i.e., by generating only

1000 intermediate database instances (efficiently, using Gibbs tu-
ples), MCDB-R is able to “walk” out to the upper 0.99902 quartile
and incur a standard error of only 10%.

then we can use the result of the latter query to test the accuracy
of the resulting tail sample. Using the TPC-H database (scale-
factor= 10) on an 8-core server, we ran the former query using
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