
jTj jC T j max jC T j jR T j max jR T j
TPC-H 8 8 16 1082504 6000003
TPC-E 32 6 24 171127 4469625
WP 15 6 16 24356005 227867141
IMDB 9 2 2 1136607 5107802

Table 6: Datasets characteristics.
TPC-H TPC-E WP IMDB

PK FK PK FK PK FK PK FK
SC 6 9 20 44 5 10 5 8

2 2 1 9 1 7 � 4 �
MC 3 � � 2 � 3 � � �

4 � � 1 � � � � �
Total 8 10 32 45 15 10 9 8

Table 7: Foreign/primary keys according to schema specifica-
tions.
First, identify new primary keys and insert them in P s ,P m . Then,
re-run Algorithm B.1 on C ′,P s ,P m , θ, building only the new
bottom-k and quantile/distribution histograms, as necessary.

Handling data insertions and deletions on existing columns is a
little harder. Existing bottom-k sketches can easily be updated un-
der insertions only. The new values are simply hashed and inserted
in the corresponding sketches if necessary. However, deletions are
not straightforward: if a deleted value was part of the bottom-k
sketch, a rescan of the corresponding column is needed in order
to identify the new k-th minimum hash value. One way to handle
deletions without rescanning the data is to maintain larger bottom-
k sketches (e.g., twice as large as needed). That way, we only res-
can the data infrequently. Since in practice we expect a balanced
insertions and deletions workload, this simple strategy is likely to
obviate the need of a rescan in most settings.

Updating the quantile/distribution histograms is generally hard,
both under insertions and deletions. A small number of inser-
tions or deletions can be accommodated by identifying the his-
togram cells that contain the respective tuples, and incrementing
or decrementing their counters. However, if a large amount of data
is inserted or deleted, the distribution of the underlying columns is
likely to change. As a result, the quantile grids on each dimension
also change. This requires rescaning the data in order to compute a
new quantile grid and a new histogram. A simple way of reducing
the cost of updates is to use the existing quantile grid for a batch of
updates and rebuild it only after a certain number of updates. De-
pending on the application and the underlying data we can also use
well known techniques to detect a change in the distribution and
trigger a rebuild [11].
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