





COROLLARY 1. k-SAT-MATCH is inVP.

PROOF Each “yes” instance has a polynomial-size proof, which

consists of the set of edges in the matching, and the set of values for

each variable. Thus, each “yes” instance can be verified in polyno-
mial time. [

COROLLARY 2. k-SAT-MATCH is\P-hard.

PROOF. Obviously, if we solely focus on the constraint satisfac-
tion problem (i.e., the condition on satisfiability required in Defi-
nition 4), k-SAT-MATCH is definitely A’P-hard. However, as we
want to show the difficulty of the matching problem itself (e.g.,
adding an edge to the matching set will induce some relationships
that hinder the matching of the other nodes), we assume here th
constraint satisfaction step is at no cost.

We are going to reduce X3C (Exact Cover by 3-Set) tokhe
SAT-MATCH problem. The X3C problem [9] takes as input a set
of elementsS= {51, S2,...,S3,} and a collection of 3-element
setC= {C1, Cs, ..., C\, } and asks whether there is a sub-collection
of C, whose size is, such that it exactly covers all elements&f
The reduction is to construct a constrained bipartite grapk=
(U,V, E) as follows.

1. Foreach 3-element st = {S;, Sk, S}, insert 3 constrained
nodesu; ;, u;, i, andu; ¢ to constrained node st The propo-
sitional formulas that are associated with;, w; , andw; .
would be [$; < w;], [$ar < w;]and [$u, < w;], respectively
($aj, $ax, $a, are symbols and; is any unique value).

. For each elemerti;, insert a constrained node to constrained
node sefl”. The propositional formula that is associated with
v; would be [$; > w] (value w would be the same for all
elements).

. Connect the nodes i andV if they are created from the same
elements;.

For instance, assume a 3-elementGet= {S4, S5, Ss} has
inserted 3 nodess 4, u2, 5, andus ¢ to U in Step 1 and element

S4 has inserted a node, into V' in Step 2. Then, nodes; 4
andwv, should be connected as both of them are created from
elementS,.

. For each 3-element s€t, insert a node.c, with propositional
formula [$; > w;] to U and insert a nodec, with proposi-
tional formula [$#/; < w] to V and connect the two nodes with
an edge.

The rest of the proof will establish:

PROPOSITION 1. There is an exact cover & if and only if the
size of maximum satisfiable matchingbis exactly3n+ (m —n).

Firstly, if the nodeu;,; appears in the MSM, it must be matched
with the nodev;, so that it will induce the total-order relationship
w; > w. On the other hand, if.c, appears in the MSM, it must
be matched with willyc,, so that it will induce the total-order re-
lationshipw > w;. Thus, if eitheru; j, u; x, or u,; . appear in the
MSM, we cannot havec, in the MSM at the same time.

Suppose we denote to be the number of's such thatu; ;,

U; k., OF u; ¢ @appear in the MSM. Then, the size of MSM is at most
3z + (m — z), which in turn is at mos$n + (m — n) sincez < n.

The “only-if” direction . Next, suppose there is an exact cover
of S. Inthat case, let’;,, Ci,, . . ., C;,, be the 3-sets such that they
exactly coverS. This implies the elements in these 3-sets must be
distinct from each other. Then, consider the following matching in
G:
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1. Foreach € {i1,i2,...,1,}, the corresponding nodes 6%,
i.e., Wi, 5, Uiy i, Uiy ,0, Are matched te;, vg, andue, respec-
tively.

2. Foreach ¢ {ii1,i2,...,in}, uc, is matched tac, .

The above matching is also satisfiable because the edges induce
total-order relationships of the form; > wwheni € {i1,42,...,in},
and of the formw,; < w for other choice of. Thus, all edges can be
satisfied simultaneously. Finally, it is easy to check that the above
matching hasn + (m — n) edges, so that it is a maximum satisfi-
able matching.

The “if” direction . If the size of MSM is exactlgn + (m —n),
we claim thatz, which is the number of's such thatu; ;, w; x, or
;¢ appear in the MSM, must be exactly in addition, for each
suchi, all u; ;, u; i, u; c Must appear in the matching. If this claim
is true, it will immediately imply the corresponding 3-sétss (in
total n. of them) will cover exactlys.

Now, it remains to prove the claim. We first show that n. If
z < n, then the matching can contain at m8stedges connecting
someu; » With v, and at mostn — z edges connecting some:,
with ve,, so that the number of edges is at mBst+ (m — z),
which is less thaBn + (m — n). On the other hand, if > n, then
the matching can contain at mast edges connecting soms,
with v, (because,. is limited), and at most: — z edges connecting
someuc, with ve,, so that the number of edges is at mdst+
(m — z), which again is less thadn + (m — n). Thus, if the size
of MSMis 3n + (m — n), we must have = n.

Given z = n, there are at most. — n edges connectingc,
with vo,. Thus, at leas8n edges must be connecting somg.
with v,.. However, since there are only values ofi with u; ;,
u; K, Or u; ¢ appear in the MSM, the previous statement is possible
unless for each such all u;,j, u; k, u; ¢ appear in the matching.
Thus, the proof of the claim completes, and so do the proofs of the
Proposition 1 and Corollary 2.

C.2 Proofof Lemmal

PROOF. Sincer; andr; are contradicting, the maximum satis-
fiable matching\/;; in G;; must not simultaneously contain edges
inducingr; and edges inducing;. In other words)M;; must either
be a maximum satisfiable matching@ or in G;, so that either
|M;;| = |M;| or |M;;| = |Mj|. Since|M;;| is maximized, it
follows that|M;;| = max(|M;|, |M;|). O

C.3 Proof of Lemma 2

PROOF. SinceR; C Rj, the edges of\/; are all included in the
constrained bipartite grapf; constructed fronR;, so that)M; is
a satisfiable matching i&';. On the other hand/; is amaximum
satisfiable matching if;, so we must have\/;| < |M;]|. O

C.4 Proof of Algorithm s1 correctness

LEMMA 3. Given a CBG(G, algorithm ST returns a maximum
satisfiable matching af correctly.

PROOF If no pruning occurs, all relationship subsets with no
contradicting total-order relationships will be examined as in the
algorithm S1, so that the matching reported in the end (which is
the one whose size is largest among all maximum matchings) must
be a maximum satisfiable matching@f O

C.5 Proof sketch of the optimal integration
plan problem



Running time breakdown of ali7s executed in part (B | SF=1.0 SF=5.0 SF=10

T1 Constructing flow networks 670s 3062s 5864s
T2 Maximum flow algorithm 0.064s 0.035s 0.092s
T3 Merging tuples & inserting them into SDBs 0.047 0.049s 0.045s
T4 Algorithmic work 14870s 14887s 14867s
> osr 15541s 17949s 20732s
Effectiveness of5 T algorithm [
E1. Total num. of nodes in all SDBs 918K 4.1M 8.2M
E2. Total num. of nodes in all flow networks 30 32 32
—the below is same for all scales
Table customer [ orders [ district
Pruning Effectiveness E3/E4/E5 E3/E4/E5 E3/E4/E5
SI(D1,D2) — D 0/0/0 0/0/0 0/07/0
SI(Dg, D12) — Dy 0/0/0 0/0/0 0/0/0
SI(Dy, Ds) — D. 0/0/0 0/0/0 0/0/0
SI(D¢,Dg) — Da 0/0/0 0/0/0 0/0/0
SI(Dd,D13)—>D 2/1/1 0/0/0 0/0/0
SI(DF,DII)*)D] 0/0/0 64/1/31 0/0/0
SI(Dyf,D1s) — 512/1/255 0/0/0 4/1/1
SI(Dg,Dm)—>Dh 512/47266 0/0/0 0/0/0
SI(Dy, Ds) — D; 0/0/0 0/0/0 0/0/0
SI(D;, D1s) — Dj 0/0/0 0/0/0 0/0/0
SI(Dj, D7) = Dy 16777216 / 2 / 8388607 0/0/0 0/0/0
SI(Dy, Do) — Dy 0/0/0 0/0/0 0/0/0
SI(Dy, Dig) — D 0/0/0 0/0/0 0/0/0
SI(Dp,Ds) — Dy 0/0/0 0/0/0 64/2/34

Figure 15: Details of ST algorithm (TPC-C)

PROOFSKETCH. Given an instance of a cross product optimiza- ';fm Deslcrijp“"” t’hsu_b'"‘im _ Ti:‘e
: H H 1 Scale-down the Input queries <1s
tion [7], we cre_ate a corresponding symboll_c database such that Z» SOP all down-scaled queries orfce —
the matching size between two databases is always equal to the A, Build a summary (graph) of MSM size 2035
size of the cartesian product of the databases plus the size of the Ai__Suggesta plai by finding a MST from the graph_0.5s
two databases. Thus, finding the maximum (satisfiable) matching >4 S7min
equals to finding the optimal join ordering, which\§P-hard. [J Again, the most time consuming partis running SQP on all sealed

down input queries to generate the small SDBs)(AThe time

D. SUPPLEMENTARY EXPERIMENTALIN-  spenton running'7 on C3° pairs of SDBs {s) is 403s.
FORMATION The following table shows the experimental result about Bep

i.e., executing the good integration plan in scale 1.0:

D.1 Experimental Setup

. . Item Description/Sub-item Total Time Spent
QAGen uses PostgreSQL to manage the symbolic/instantiated sop aI’|) queries in original scale e P
. . 1
.databas.e anq uses Java to implement the SQP operations. For easys, —Follow P to run ST operations Zhriomin
interacting with QAGen’s components, we also use Java and Post- () After each SI, instantiate the resulting SDB 2hr43min
greSQL to implement MyBenchmark. All experiments were car- (b) Pose all the queries on the resulting database to check quality 0.52s

> 5 10hr56min

ried out on a Pentium Dual-Core 2.5GHz PC with 8GB memory
running Ubuntu. In all experiments, we set the relative error tol-  The overall running time} , + 3" ;, is 11 hours 53 minutes. By
erance to be 100% for cardinalities in range [1, 1000] (e.g., the following the suggested plan, two databaggsand D,, were gen-
acceptable range of cardinality 10 is [1, 20]; cardinality 0 is ex- erated. When posing the original queries on the generated database,
cluded), 10% for cardinalities in range [1001, 10000] (e.g., the ac- all queries obtairexactcardinalities as annotated in the input.
ceptable range of cardinality 5000 is [4500, 5500]), and 1% for  Figure 15 presents the time breakdown of all executémper-
cardinalities>10001. ations in different scale factors (1.0, 5.0, and 10.0), using the best
. plan found in partd. Most items behave the same as TPC-W work-
D.2 EXpe”mental Result: TPC-C Benchmark load. We can see that the suggested plan favors the integration of
The TPC-C benchmark models a typical OLTP environment whereSDBs without any common table (as their MSMs are set to be the
users executes transactions against a database. We downloaded dargest possible integer in those cases), so the firstSféwpera-
open-source implementation of TPC-C from http://db.apache.org/ tions do not integrate anything. Slightly different from the TPC-W
derby/index.html. We refer readers to the TPC-C specification for experiment, the time spent on ti#& algorithm (T4) dominates
the details of the queries (we name the TPC-C queries according tothe overall running time. When we look at the number of cases
their appearance order in the specification). After removing IUD (E3), we quickly find out that is related to the current implemen-
and independent queries, 16 TPC-C queries remained. The ex-tation (not algorithmic issue) of MyBenchmark. Specifically, this
pected cardinalities annotated on the operators of the queries arelTPC-C workload has ong1 operation that needs to deal with 24
specified according to the actual cardinalities obtained by running distinct relationship, leading to 16+ million cases. That should not
the queries on the TPC-C data with scale factor 1.0 (they are scaled-be an issue originally because only two CBGs (E4) were actually
down to a scale factor of 0.1 during the plan search process). Theprocessed after a large number of cases were pruned (E5). How-
breakdown of the whole plan search process is as follows: ever, the current MyBenchmark implementation is implemented in
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Num.ofQueries] 1 2 3 4 5 6 7 8 | 9 10 11 12 13

14 15 16

> i (inseconds)| 1497 2380 3878 5375 6873 8370 9867 113652862 14362 15860 17358 33815

> 4(inseconds) 192 380 574 773 974 1179 1388 16(J01815 2033 2255 2481 2710
Num. of DB 1 1 1 1 1 1 1 1 2 2 2 2 2

Figure 16: Increasing the number of TPC-C queries

Java and uses an external constraint solver called Cogent [8], which
is a C++ binary executable, to check Lemma 1. For each cross-
language Cogent call, it took about 0.3s overhead (by JNI). All to-
gether there were 49632 Cogent calls (same for all scales; because
that depends on the number of distinct relationships, not the data
size). So, those calls used a total of 14850 seconds, which almost
equals to time T4. Indeed we tried to use some constraint solvers
written in Java in our implementation and that bottleneck was gone
(the bottleneck is back to T1). However, we found that, in gen-
eral, Java constraint solvers are not very stable. As an experimental
prototype, we keep Cogent in our current implementation because
it is more stable (most constraint solvers are written in C++). We
are currently testing a more stable Java constraint solver that can
replace Cogent, and we are considering to re-implement the whole
SQP and MyBenchmark in C++ (so that it can work seamlessly
with Cogent). As a side-note, the above also explains why item
B> becomes the bottleneck in pa#t That is also due to the large
overhead spent on calling a non-Java external binary. Therefore, if
we find a stable Java constraint solver, the running tim8 ofn

be reduced by 4 hours.

Other than the above implementation issue, this experiment draws
similar conclusions as in the TPC-W experiments. The running
time scales linearly to the workload size. The experimental result
about varying the number of annotated queries in the input is sum-
marized in Figure 16. Overall, the running time scales roughly
linearly to the number of input queries. All the generated databases
are perfect (i.e., no error). When the 9-th query was added, one
more database was required.
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