
Proof. The same proof as for Theorem 1. All records
obtained from the input are larger than those stored in mem-
ory. All the records are stored in the TopHeap, and all they
belong to the same run.

Theorem 3. For inputs sorted in reverse order, RS gen-
erates runs with length equal to the size of the memory.

Proof. Since the input records are sorted in reverse or-
der, the next record obtained form the input is smaller than
all the previous records. Thus, it is not possible to include
the new record in the current run when the heap is full.
So, the new record is marked as belonging to the next run.
When the heap is full every new record belongs to the next
run. Once the records belonging to the present run are re-
leased, a new run starts and the size of the run is equal to
the available memory.

Theorem 4. For inputs sorted in reverse order, 2WRS
generates one run containing all the input records.

Proof. The records obtained from the input are smaller
than all the records in memory. However, in contrast to RS,
those records are inserted in the BottomHeap. Since all the
records from the BottomHeap can be used in the current
run, all the stream is released in a single run through the
BottomHeap.

Theorem 5. For inputs consisting of alternating chunks
of length k records sorted in ascending order and k records
sorted in descending order repeatedly, RS generates runs
with an average length around twice the size of the mem-
ory m (m << k).

Proof. Let m be the size of the memory. Every chunk
of k records sorted in ascending order is placed in the same
run, as per Theorem 1.

When the algorithm starts reading records sorted in re-
verse order, only the first m/2 will be included in the cur-
rent run. The rest of the records sorted in reverse order
are put in runs of length m, as per Theorem 3. There-
fore, the number of runs generated in a descending section
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Figure 13: Merge time for different values of fan-in.

Theorem 6. For the inputs of Theorem 5, two-way re-
placement selection generates runs with an average length
equal to k (with an appropriate heuristic3).

Proof. 2WRS behaves identically to RS for the chunks
sorted sorted in ascending order, thanks to the TopHeap.
For the chunks with records sorted in reverse order, 2WRS
captures the trend with the BottomHeap, generating runs
of k records, as well. Thus, the average run length is k.

E. FAN-IN ANALYSIS
In this experiment, we measure the fan in that achieves

the best performance in our computer. In our experiment,
we generate 400 files, each one with size 16MB, which con-
tain integers already sorted following a uniform distribution
(i.e. 400 runs), and we merge them. This experiment is
independent of the algorithm that generates the runs, thus,
it is valid for RS and 2WRS.

The fan in is a compromise between two characteristics:
(a) the smaller the fan in, the more sequential is the access
to the files from disk, but (b) the larger the fan in, the less
merge operations are required to end the task.

We observe this tradeoff between the two benefits in Fig-
ure 13. If the fan in is too small, the algorithm takes more
time because it must perform more merge steps. However,
if the fan in is too large, the head of the disk performs more
seeks and the bandwidth obtained from the disk is smaller.
In our experiments, the minimum time was observed for a
fan in 10, which means that in each merge step 10 different
files are simultaneously merged.

3An appropriate heuristic is one that uses the TopHeap for
sorted inputs and the BottomHeap for reverse sorted inputs.
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