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g2Dom( ;)

T AR a=(> @) fori 2 f 1;2g (left,right)

when no other rule applies
1o2'a =(?2)

g >0 g lfbl = >, b2 =?

] ) _ > 2 iftp = > by =7?
(b1; 1) > (b2; 2)= 2 > 1] 2 ifbp=>lp=>
: 2 otherwise

. oy >l o2 ifh=> b=
(b1; 1) ? (b2; 2)= 2 otherwise

Figure 7: Inference rules defining the evaluation of a formula

of the formula and collect the marking found in their true sub-
formulas. Rules (left) and (right) (written as a rule schema for
concision) evaluate to true if the state q is in the corresponding set.
Intuitively, states in 1 (resp. 2) are those accepted in the left
(resp. right) subtree of the input tree. To handle selection, we pro-
ceed as follows. Assuming the left subtree returned a result set 1
and the right subtree a result set :

(1) Foreach q; L) such that evaluates to > (# o evaluates
to> if @®2 D om( ;)), add the mapping q7!f gto ;

(2) Foreach q;L ! orq;L) ,forwhich evaluates to >,
if#h °2 evaluates to >, add the mapping q 7! @9 to .

This is done by the function eval _trans Informally we remem-
ber each node which was selected by a particular transition (1) and
for each selected node in state q° we propagate it to q if it con-
tributes to the truth of a formula proving ¢. The selected nodes
which gets propagated to a state in T are therefore part of an ac-
cepting run and constitute the result of the query. If we take the
example run given in Figure 1 of Section 4, node selection is per-
formed as follows. Consider the rightmost € node in the figure
(?). This node was entered in state fqo; g1 ; 00, therefore the ac-
tive transitions for it are:

fdo; W 1Qo_#20p; G ¥ 1h_#2 oy Gifcg !>

O, ' 2Qg

and the result sets for its left and right subtrees are ? (since the
calls to both left and right move failed). In this environment only
the third transition is satisfied, the result set returned is therefore

1 = fgz 7! ?9. Returning from the recursive calls, we arrive on
the bnode above it, for which the active transitions are:
foo; W 1Qo_#20; hifbg)# 1 h; ¥ 1 u_#2uig
Evaluated under the results ( 1;?) for the left and right subtrees,
only the second transition is satisfied. Furthermore, this transition
is a selecting one, it therefore returns result set » = fq1 7! f Qg
where 1 is the identifier of this node. The parent of this b node
is again a b node where the same transitions are active. However
the result sets for the left and right subtrees are (?; 2). Under
these hypothesis only the third transition can be satisfied (and it is
a not a selecting one). The current b node is therefore not selected,
but the result setis 3 = fqi1 7! 2(q1)g (since # 1 evalu-
ated to > during the evaluation of the third transition). We have

3 = fg1 7' f pgg. We now move onto the a parent of this b

100.0 T Time (ms)

80.0
SXSI ‘
60.0 ] ‘

07 [] MonetDB |
40.0 I
20.0 +

1042ms —

> A4 OO X H LA DO 0O DD D N>
Q0 00 O 0 O o O S D
Query

Figure 8: Query answering time for the SXSI and MonetDB

node, where the active transitions are:

fgo;fag ¥ 11 ;. ¥ 1 _#2 ;0
evaluated under the assumptions ( 3;?). Here the first formula
evaluates to >, yielding the result set 4 = fqo 7! 3(01)g =
fqgo 7! f 1,99. We now see that the node f ,g has been “pro-
moted” to state Qp. Using this technique we can ensure that nodes
selected non-deterministically during the bottom-up run are kept
only if they propagate up to the starting state (o, in which case
they are part of the result. We illustrate how these rules work by
explaining the evaluation of the automaton in Figure 1.
Detailed explanation of Figure 1: With respect to node selection,
consider the rightmost € node in the figure (?). This node was en-
tered in state fqo; Q1 ; 00, therefore the active transitions for it are:

fdo; W 1_#20; iy W 1 hi_#o2 i, Gpifeg!>;

Gk, ¥ 2 Qg
and the result sets for its left and right subtrees are ? (since the
calls to both left and right move failed). In this environment only
the third transition is satisfied, the result set returned for this node
is therefore 1 = fg2 7! ?g. Returning from the recursive calls,
we arrive on the b node above it, for which the active transitions
are:
fgo;, ¥ 1Qo_#2Qo; th;fbg )# 1oy au; W 1 h_ #2590
Evaluated under the results ( 1;?) for the left and right subtrees,
only the second transition is satisfied. Furthermore, this transition
is a selecting one, it therefore returns result set 2 = fq1 7! f g9
where |, is the identifier of this node. The parent of this b node
is again a b node where the same transitions are active. However
the result sets for the left and right subtrees are (?; 2). Under
these hypothesis only the third transition can be satisfied (and it is
anot a selecting one). The current bnode is therefore not selected,
but the result setis 3 = fgqi1 7! 2(01)g (since # h evalu-
ated to > during the evaluation of the third transition). We have

3 = fg1 7' f pgg. We now move onto the a parent of this b
node, where the active transitions are:

fgo;fag# 1015 Go; ¥ 1 Qo_#2 ;0

evaluated under the assumptions ( 3;?). Here the first formula
evaluates to >, yielding the result set 4 = fqo 7! 3(q1)g =
fqgo 7! f 1,99. We now see that the node f ,g has been “pro-
moted” to state Qp. Using this technique we can ensure that nodes
selected non-deterministically during the bottom-up run are kept
only if they propagate up to the starting state Qp, in which case they
are part of the result.

D. EXPERIMENTS

Experimental Setup tests were executed on an Intel Xeon Core
2 Duo, 3 Ghz, with 4GB of RAM. We used Ubuntu Linux 9.10
distribution, with kernel 2.6.32 and 64 bits userland. Our imple-
mentation was compiled using g++ 4.4.1 and OCaml 3.11.1. We
used version v4.34.0 of the MonetDB Server, with 32 bits OIDs.
Experimental results for query Q01 to Q15 are given in Figure 8.
For both engines, the results was materialized in memory but not
serialized. We took the best of 5 consecutive runs for each query.
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