rewriting each conditional in it as follows: satisfiability is in PTIME, and intersection testing is NP-hard, but
the complexity of binary intersection of simple paths containing ar-
bitrary axes remains open. Hammerschmidt et. al. [20] showed
and then translating the query to a first-order formula as shown in that it is in PTIME for downward-only paths, while Benedikt et

ifqthenq 1 elseqz! (fgthenqg 1);02

Figure 14. al. [4] show that even satisfiability (and hence binary intersection)
Path abstraction. Figure 15 defines a functiodt(qg) that con- of downward paths is NP-hard in the presence of a schema. &gnev
structs a set of XPath paths that covers all of the nodes that mightand Layéda [16] present a translation from XPath containment
be returned byj. problems taMISO (Tree ). Our translation tanonais similar. Sub-
) sequently, Genas, Laydda and Schmitt [17] have developed a
PROPOSITION 2. For any selection query q and store , we system for analyzing XPath expressions with respect to schemas.
have Sel[q] Upzey o SellP] - Hence, if every pair of paths Our approach to intersection testing usiyiges appears more
P1 2 Pt(q1) and p2 2 PY(qz2) are disjoint then so are ty and Gs. efficient than their prototype but only solves a special case of this
problem.

C.4 Heuristics for path disjointness . Lo : .
. . ) One of our main conceptual contributions is the idea of finitely
The SMT-based approach can be used with path abstraction, sincgepresenting collections of updates that can change a query result.
the paths translate into simple positive queries as described in Secpjs is motivated by prior work on XML projection [24, 6], which
tion 4. In addition we employ several heuristics for either simpli-  concentrates on sets of nodes as a representation system. We ex-
fying or solving certain classes of path disjointness problems. plore a more precise representation system here via the use of op-
1. Suffix incomparibility. If two paths end with suffixes of child  pased destabilizers, but we intend to explore much richer systems in
steps that are obviously incompatible (e=g.=a=b and==c==d=e {ne fyture. For example, one can gain precision by utilizing descrip-
then the paths cannot qverlap. tions that alternate conjunction and disjunction, stating a sequence
2. Displacement tests. Define theminimum displacement of a to simultaneously overlap with several sets of atomic updates. In
path min (p) to be the smallest difference in height between gyample 2, a finer representation system would allow us to specify
the root of the tree and the node selected by the path, if this that for an update sequence to chag it must either replace
exists; otherwisemin (p) = 1. Similarly, define the maxi- node 1, or it must both modify nodes 2 or 3 and also modify one
mum displacement max (p) to be the maximum difference in o nodes 4 and 5. While we use these representation systems in
height between the root of the tree and the node selected by conjunction with static analysis, they could also be used at runtime

the path, if this exists; otherwisgax (p) = +1. For exam- — either in the context of incremental view maintenance, or simply
ple, the minimum and maximum displacement=child :: as a way of understanding how an anomalous query result could be
=desc :: aare2andl, respectively. Define thedisplace- changed.

ment interval (p) of p to be the sefn 2 Z j min (p)

N max (9.

Given path®s;p2, if max (pi) < O for eitherp, or p; then E. BENCHMARK QUERIES AND UP]_)ATES

pi is unsatisfiable (starting from the root of a tree) anghso The XMark queries are written in plain XQuery using complex
andp; are trivially disjoint. Otherwise, if (p1)\ (p2) = : XPath expressions and other high-level constructs, and as such need
thenp; andp; are disjoint. to be translated to the core language before static analysis. We

3. Prefix-incompatibility for downward paths. For two downward-  translated them by hand following the rules in the XQuery stan-
only paths, if the prefixes of child steps are incompatible then dard. We also inlined let-binding expressions (this is not always
the paths are disjoint. For exampt@=h=c== ==d and=a=h=e== safe in full XQuery but appears safe for the XMark queries). Fi-
are prefix-incompatible. nally, XMark queries also use several features that we do not di-

Although this is a special case that is also solvable by Ham- rectly handle, such as built-in functions (countr equality). We
merschmidt et al.’s algorithm, this check is faster than their translated these queries to queries that do not use these features, but
automaton construction and detects many common cases wheféve similar dependencies. Thus, for a query such as Q10:

the paths are disjoint.

If the paths are downward-only and their disjointness is not re-
solved by the heuristics, we employ the automaton construction in
Hammerschmidt et al. [20]. Otherwise, we attempt the approacheswe used the simplified query:
via SMT-solving described in the body of the paper.

for $b in $auction//site/regions
return count($b//item)

for $b in $auction//site/regions
D. ADDITIONAL RELATED AND FUTURE return $b//item

WORK The XPathMark queries were used as the basis for updates de-

Although view maintenance for XML queries has been explored fived in a systematic way. For example, XPathMark quésyis:
in much prior work (see for example [7, 12]) the focus there has
been the use of data structures that aid efficient recomputation whe
the view must be refreshed. Fast static techniques can effectivelyand from this we generated an insert:
complement incremental techniques, especially in distributed set-
tings, as argued here and in [27, 2]. insert nodes <foo/>

Our query-rewriting algorithms for computing destabilizers are into $auction//closed_auction//keyword
reminiscent of algebraic approaches to view-maintenance, e.g. those
based on finite differencing [25, 19]. However, there is no formal
connection between these problems.

Disjointness testing for XPath/XQuery is not well understood
either in theory or practice. Hidders [21] established that XPath

r]$auction//closed_auction//keyword
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