
Figure 3: Example query (EX-pattern)

D.1 Query Evaluation
We name TOP-K-ANSWERSas the problem of ¯nding, given

a BP speci¯cation s, weight function over its °ows, an EX-
pattern p, and a number k, the top-k °ows of s satisfying p.
The following theorem holds:

Theorem D.4. TOP-K-ANSWERSmay be solved in time poly-
nomial in jsj,k , and jequivj (with the exponent depending on
jpj) and linear in the output size.

Proof. We combine two algorithms, as follows:

1. The ¯rst algorithm is the query evaluation algorithm of
[6] that, given a BP speci¯cation s and an EX-pattern
p, constructs a BP speci¯cation s0, including only those
EX-°ows of s that matches p. Intuitively, s0 is the \in-
tersection" of s with p, obtained by considering all pos-
sible splits of the query into sub-queries, then matching
these sub-queries to the DAGs in s.

2. The second algorithm is our TOP-Kalgorithm, that re-
trieves the top-k EX-°ows of the constructed s0.

The complexity of the ¯rst algorithm is jsj jp j [6], and so
is the maximal size of the resulting BP s0. The second step,
as shown above, is then polynomial in the size of its input
s0, and in k and jequivj, and is linear in the output size.

To show that this exponential dependency on the size
of the query is inevitable, we de¯ne the decision problem
BEST-ANSWER, which tests, given a weighted BP speci¯ca-
tion s, a query q, some k > 0, and a threshold t, whether
the top-1 °ow in TOP-K-ANSWERSis of weight higher than t.
The following theorem holds.

Theorem D.5. BEST-ANSWERis NP-hard in jqj.

Proof. We prove the NP-hardness using a reduction from
3SAT, as follows.

Given a Conjunctive Normal Form formula F , with vari-
ables f X 1 ; :::X n g we generate a speci¯cation and a query
(s; q), as follows: the idea is to create a compound activity
associated with each variable of the formula. This activity
has two di®erent implementations: for all i, the implemen-
tations of X i are BP i T rue and BP i F alse. The former con-
tains all clauses that X i satis¯es, and the latter contains all
clauses that : X i satis¯es. The query requires all clauses of
the formula F to appear.

To formally prove that the reduction is valid, we give the
following lemma.

Lemma D.6. There exists an EX-°ow in f lows (s) satis-
fying the query q if and only if the formula F is satis¯able.

Proof. Let e be an EX-°ow in f lows (s) satisfying q. e
was obtained by choosing a subset of compound activities
for which BP i T rue is chosen as implementation, and an-
other subset for which BP i F alse was chosen. These choices

correspond exactly to a satisfying assignment - For every
variable whose corresponding compound activity has as im-
plementation the 'false' ('true') graph, assign 'false' ('true').
This is indeed an assignment, as every compound activity
can only have exactly one of the 'true' or 'false' graphs as
an implementation in e, and it is satisfying as every clause
node appears ine. The truth value assigned to the variable
corresponding to this compound activity thus satis¯es this
clause.

Conversely, let A be a satisfying assignment. The EX-°ow
obtained by choosing as implementation for each compound
activity, its \true" graph if A assigns \true" to the corre-
sponding variable, and its \false" graph if A assigns \false"
to it. This is indeed an EX-°ow in f lows (s), since A is an
assignment. This EX-°ow satis¯es q as every node clause
appears at least once. This is due to the fact that the as-
signment A is satisfying, thus for each clause, there is at
least one variable whose truth value causes the clause to be
true.

E. EXAMPLE FOR EXPTIME BEHAVIOR
OF THE A¤­LIKE ALGORITHM

We have suggested in Section 3 an algorithm based on the
idea of A¤ and noted that it has two pitfalls: the ¯rst is non-
termination for recursive BPs, and the second is possibly
EXPTIME behavior, even for non-recursive BPs. Example
3.1 shows the ¯rst pitfall (non-termination), and we next
provide an example for the second pitfall (EXPTIME for
non-recursive BP speci¯cations).

Example E.1. Let n be an integer, and consider the fol-
lowing BP speci¯cation, whose activity names are r (root),
A1 ; :::A n (compound), a and b (atomic). We will use integer
weights addition for aggregating these weights. The root ac-
tivity bears two possible implementations: the ¯rst (named
S1, guarded by a formula F 1) has a single activity node la-
beleda, and the second (namedS2 guarded by a formulaF 2)
has two activities, both labeled byA1 ; A1 bears an single im-
plementation, with two activities both labeled by A2 , and so
on. I.e., A i bears an single implementation, with two activ-
ities both labeled byA i +1 for i = 1 ; :::; i = n ¡ 1. The single
implementation of An bears a single atomic activity node a.

All cW eight values are dictated by the choice of implemen-
tation and independent of the preceding °ow. The cW eight
value of F 1 is n ¡ 2, while the cW eight values of all other
formulas are 1.

When looking for the top-1 EX-°ow, the A¤ -like algorithm
would generate the EX-°ows of size £(2 n ) obtained from
subsequent implementation choices of the implementations
containing A i , before identifying that the top-1 °ow is in
fact obtained by choosing theS2 implementation of the root.
In contrast, our TOP-K Algorithm, presented in Section 3,
will compute the top sub-°ow rooted at each activity only
once (through its use of F T able, see algorithm description),
avoiding the exponential blow-up.
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